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Guide

Fornax is an open source library to perform fuzzy subgraph matching
between labelled undirected graphs based on
NeMa: Fast Graph Search with Label Similarity. [http://www.vldb.org/pvldb/vol6/p181-khan.pdf]


Subgraph Matching

A subgraph is any collection of node and edges that form some subset of a graph.
For example in the image below the graph on the left is isomorphic to the green nodes
in the graph on the right, hence they form a subgraph.

[image: _images/subgraph.png]
If we refer to the graph on the left as the query graph
and the graph on the right as the target graph
subgraph matching is the process of finding the query graph
in the target graph such that the node labels and edges are strictly the same.

Fornax will kind the n most similar subgraphs in a target graph based on a user
specified query graph using a user specified label similarity function.

Fornax will not only find exact subgraph isomorphisms
but the n most similar subgraphs even if they are not exact isomorphisms of the query graph.
Hence, fornax can be used for fuzzy subgraph matching.

For example, Fornax can be used to find subgraphs where labels are similar, yet different,
based on a user specified definition.
Additionally neighbours in the query graph may be absent, or are neighbours of neighbours in the
target graph.



Example Problems

Common fuzzy subgraph matching problems include:


	searching knowledge graphs


	mining social networks


	searching geospation data as a graph


	searching text as a graph






Goals

fornax was written with three primary goals in mind


	to demonstrate process and provide ease of use over performance


	to be flexible and accomidate the users notions of similarity


	to scale to large target graphs of millions of nodes and edges






Architecture

In order to support large graphs and persist them
between python interpreter sessions fornax stores all data
in a database.

To facilite ease of use fornax can use sqlite or postgresql
as a back end.
For more details see the API Introduction.

[image: _images/fornax.png]




          

      

      

    

  

    
      
          
            
  


Creating a Dataset


[1]:






from SPARQLWrapper import SPARQLWrapper, JSON
import pandas as pd
import hashlib







To install the use the dependencies for this notebook:

conda env create -f environment.yml
source activate fornax_tutorial





To run this notebook from the project root:

cd docs/tutorial
jupyter-notebook






Download

For the duration of this tutorial we will be using the social network of Marvel Comicbook characters.

Nodes will represent


	characters


	aliases


	groups of characters




edges will represent relationships between the nodes.

For example Wolverine, Logan and X-Men are all nodes. There is an edge between Wolverine and Logan because Logan is an alternative name for Wolverine. There is an edge between Wolverine and X-Men because Wolverine is a member of X-Men. There is no direct relationship between Logan and X-Men so there is no edge between them.


SPARQL

Below is a SPARQL query which will return data in the following format (using ‘Wolverine’ as an example):

{
    "group": {
        "type": "uri",
        "value": "http://www.wikidata.org/entity/Q2690825"
    },
    "character": {
        "type": "uri",
        "value": "http://www.wikidata.org/entity/Q186422"
    },
    "birthName": {
        "xml:lang": "en",
        "type": "literal",
        "value": "James Howlett"
    },
    "characterLabel": {
        "xml:lang": "en",
        "type": "literal",
        "value": "Wolverine"
    },
    "groupLabel": {
        "xml:lang": "en",
        "type": "literal",
        "value": "Horsemen of Apocalypse"
    },
    "characterAltLabel": {
        "xml:lang": "en",
        "type": "literal",
        "value": "Logan, Weapon X, Jim Logan, Patch, James Howlett, Agent Ten, Experiment X, Weapon Ten"
    }
}






[2]:






sparql = SPARQLWrapper("https://query.wikidata.org/sparql")
sparql.setQuery("""
    SELECT ?character ?characterLabel ?group ?groupLabel ?birthName ?characterAltLabel
    WHERE {
        ?group wdt:P31 wd:Q14514600 ;  # group of fictional characters
              wdt:P1080 wd:Q931597.    # from Marvel universe
        ?character wdt:P463 ?group.    # member of group
        optional{ ?character wdt:P1477 ?birthName. }
      SERVICE wikibase:label { bd:serviceParam wikibase:language "[AUTO_LANGUAGE],en".}
    }
""")
sparql.setReturnFormat(JSON)
results = sparql.query().convert()










Loading with Pandas

We’ll be using pandas to do some data manipulation so lets put the result inside a pandas dataframe.


[3]:






# load the results into a pandas DataFrame
records = []
for result in results["results"]["bindings"]:
    character_id = result['character']['value']
    group_id = result['group']['value']
    name = result['characterLabel']['value']
    group = result['groupLabel']['value']
    alt_names = None
    if 'characterAltLabel' in result:
        alt_names = result['characterAltLabel']['value']
    birth_name = None
    if 'birthName' in result:
        birth_name = result['birthName']['value']
    records.append((character_id, group_id, name, group, birth_name, alt_names))

frame = pd.DataFrame.from_records(records, columns=['character_id', 'group_id', 'name', 'group', 'birth_name', 'alt_names'])








[4]:






frame.head()








[4]:
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Tutorial


[1]:






import os
import sys
import pandas as pd
import json
import matplotlib.pyplot as plt
import networkx as nx
import fornax

%matplotlib inline
from IPython.core.display import SVG

# Add project root dir
ROOT_DIR = os.path.abspath("../../")
sys.path.append(ROOT_DIR)







To install the use the dependencies for this notebook:

conda env create -f environment.yml
source activate fornax_tutorial





To run this notebook from the project root:

cd docs/tutorial
jupyter-notebook





In this tutorial we will:


	Load a graph of superheros and their teams from csv files


	Search for nodes in the graph using a string similarity function


	Use fornax to search for nodes using string similarity and fuzzy graph matching




The data in this tutorial we be generated using the preceding notebook: Tutorial1.ipynb.


Introduction

nodes.csv and edges.csv contain a graph of superheros and their teams along with alternative names for those heros and groups (or aliases).

The image below uses the example of Iron Man, who is known as “Tony” to his friends. Iron man is a member of the Avengers, a.k.a. Earth’s Mightiest Superheros. Other heros are also members of The Avengers, and they will also have aliases. Other heros will also be members of other teams and so and so forth.

All of these heros, teams and aliases together make our target graph, a graph which we will search using fornax.


[2]:






SVG('../img/iron_man.svg')








[2]:






[image: ../_images/tutorial_tutorial2_4_0.svg]



Let’s load the data into the notebook using pandas.


[3]:






# used for converting csv values in nodes.csv
mapping = {
    '0': 'hero',
    '1': 'team',
    '2': 'hero_alias',
    '3': 'team_alias'
}

nodes_df = pd.read_csv(
    './nodes.csv',
    # rename the columns as targets as this will form the target graph
    # (the graph which we will be searching)
    names=['target_label', 'target_type', 'target_id'],
    # ignore the header
    header=0,
    converters = {
        # convert target_type from numeric values to
        # literal string representations for ease of reading
        'target_type': lambda key: mapping.get(key)
    }
)

# contains pairs of target node ids
edges_df = pd.read_csv('./edges.csv')







We can see that the target nodes have a label (the hero’s primary name). The target_type column will be one of hero, team, hero alias, team alias, the four types of nodes in the graph.

(Note that by hero we mean a person in a comic book who has superpowers regardless of them being good or bad)


[4]:






nodes_df['target_label'].head()








[4]:







0         Selene
1    Doctor Doom
2          Viper
3            Sin
4    David North
Name: target_label, dtype: object






Edges are pairs of target_id values. Note that fornax deals with undirected graphs so there is no need to add the edge in the reverse direction. Doing so will cause an exception as the edge will be considered a duplicate.


[5]:






edges_df.head()








[5]:
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API


Introduction

This part of the documentation covers the the interface for creating an searching graphs using the fornax package.
For the full documentation of the module api see fornax.api module.

All of the functionality in fornax can be accessed via the follwoing three classes.


	Connection


	GraphHandle


	QueryHandle




Connection is used to manage a connection to a SQL database.
GraphHandle and QueryHandle are used to create, insert
update and delete graphs and queries.



Connection API

Fornax stores and queries graphs using a database via a database connection.
Connection manages the lifecycle of this database connection,
the creation of database schema (if required)
and any cleanup once the connection is closed.


	
class fornax.api.Connection(url, **kwargs)

	Create a new database connection.
If the database is empty Connection will create
any missing schema.

Currrently sqlite and postgresql are activly supported
as backend databases.

In addition to the open/close syntax, Connection
supports the context manager syntax where the context
is treaded as a transaction.
Any changes will be automatically rolled back
in the event of an exception:

with Connection("postgres:://user/0.0.0.0./mydb") as conn:
    graph = fornax.GraphHandle.create(conn)






	Parameters

	url (str) – dialect[+driver]://user:password@host/dbname[?key=value..]






	
close()

	Close the fornax database connection
and free any connections in the connection pool






	
open()

	Open the fornax database connection
and create any absent tables and indicies











Graph API

Since Graphs are persisted in a database they are not represented
directly by any object.
Rather, graphs are accessed via a graph handle which permits the user
to manipulate graphs via a Connection instance.


	
class fornax.api.GraphHandle(connection: fornax.api.Connection, graph_id: int)

	Create a handle to an existing graph with id graph_id
accessed via connection.


	Parameters

	
	connection (Connection) – fornax database connection


	graph_id (int) – unique id for an existing graph









	
add_edges(sources: Iterable, targets: Iterable, **kwargs)

	Append edges to a graph representing relationships between nodes


	Parameters

	
	sources (typing.Iterable) – node id_src


	targets (typing.Iterable) – node id_src








Keyword arguments can be used to attach metadata to the edges.
For example to add three edges with a relationship attribute friend or
foe:

graph_handle.add_edges(
    sources=[0, 1, 2],
    targets=[1, 2, 0],
    relationship=['friend', 'friend', 'foe']
)





Keyword arguments can be used to attach any arbitrary JSON
serialisable data to edges.


Note

The following reserved keywords are not reserved and will raise
an exception



	start


	end


	type


	weight














	
add_nodes(**kwargs)

	Append nodes to a graph


	Parameters

	id_src (Iterable) – An iterable of unique hashable identifiers, default None





Keyword arguments can be used to attached arbitrary JSON serialised
metadata to each node:

#  create 3 nodes with ids: 0, 1, 2
#  and names 'Anne', 'Ben', 'Charles'
graph_handle.add_nodes(names=['Anne', 'Ben', 'Charles'])





By default, each node will be assigned a sequential integer id
starting from 0. A custom id can be assigned using the id_src
keyword provided that all of the ids are hashable:

#  create 3 nodes with ids: 'Anne', 'Ben', 'Charles'
#  and no explicit name field
graph_handle.add_nodes(id_src=['Anne', 'Ben', 'Charles'])






Note

id is a reserved keyword argument which will raise an exception








	
classmethod create(connection: fornax.api.Connection)

	Create a new empty graph via connection and return a GraphHandle to it


	Parameters

	connection (Connection) – a fornax database connection



	Returns

	GraphHandle to a new graph



	Return type

	GraphHandle










	
delete()

	Delete this graph.

Delete the graph accessed through graph handle and
all of the associated nodes and edges.






	
graph_id

	Get the unique id for this graph

Graph id’s are automaticly assigned at creation time.






	
classmethod read(connection: fornax.api.Connection, graph_id: int)

	Create a new GraphHandle to an existing graph
with unique identifier graph_id


	Parameters

	
	connection (Connection) – a fornax database connection


	graph_id (int) – unique identifier for an existing graph






	Returns

	A new graph handle to an existing graph



	Return type

	GraphHandle















Query API

Like Graphs, queries exist in a database and a accessed via a handle.
Queries are executed using the QueryHandle.execute() method.

A query brings together three important concenpts.

A target graph is the graph which is going to be searched.

A query graph is the subgraph that is being seached for in the target graph.

matches are label similarities between nodes in the query graph and target graph
with a weight where \(0 \lt weight \lt= 1\).
Users are free to caculate label similarity scores however they like.
Fornax only needs to know about non zero weights between matches.

Once a query has been created and executed it will return the n subgraphs in the
target graph which are most similar to the query graph based on the similarity score
between nodes and their surrounding neighbourhoods.


Note

Nodes in the target graph will only be returned from a query if they have a
non zero similarity score to at least one node in the query graph.




	
class fornax.api.QueryHandle(connection: fornax.api.Connection, query_id: int)

	Create a handle to an existing query via connection with unique id
query_id.


	Parameters

	
	connection (Connection) – a fornax database connection


	query_id (int) – unique id for an existing query









	
add_matches(sources: Iterable[int], targets: Iterable[int], weights: Iterable[float], **kwargs)

	Add matches between the query graph and the target graph


	Parameters

	
	sources (typing.Iterable[int]) – Iterable of src_id in the query graph


	targets (typing.Iterable[int]) – Iterable of src_id in the target graph


	weights (typing.Iterable[float]) – Iterable of weights between 0 and 1








For example, to add matches between



	node 0 in the query graph and node 0 in the target graph             with weight .9


	node 0 in the query graph and node 1 in the target graph             with weight .1







then:

query.add_matches([0, 0], [0, 1], [.9, .1])






Note

Adding weights that compare equal to zero will raise an exception.








	
classmethod create(connection: fornax.api.Connection, query_graph: fornax.api.GraphHandle, target_graph: fornax.api.GraphHandle)

	Create a new query and return a QueryHandle for it


	Parameters

	
	connection (Connection) – a fornax database connection


	query_graph (GraphHandle) – subgraph to find target graph


	target_graph (GraphHandle) – Graph to be searched






	Returns

	new QueryHandle



	Return type

	QueryHandle










	
delete()

	Delete this query and any associated matches






	
execute(n=5, hopping_distance=2, max_iters=10)

	Execute a fuzzy subgraph matching query finding the top n subgraph
matches between the query graph and the target graph.


	Parameters

	
	n (int, optional) – number of subgraph matches to return


	hopping_distance (int, optional) – lengthscale hyperparameter, defaults to 2


	max_iters (int, optional) – maximum number of optimisation iterations






	Returns

	query result



	Return type

	dict










	
query_graph() → fornax.api.GraphHandle

	Get a QueryHandle for the query graph


	Returns

	query graph



	Return type

	GraphHandle










	
classmethod read(connection: fornax.api.Connection, query_id: int)

	Create a new QueryHandle to an existing query with unique id query_id
via connection.


	Parameters

	
	connection (Connection) – a fornax database connection


	query_id (int) – unique identifier for a query






	Returns

	new QueryHandle



	Return type

	QueryHandle










	
target_graph() → fornax.api.GraphHandle

	Get a QueryHandle for the target graph


	Returns

	target graph



	Return type

	GraphHandle
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Modules



	Submodules
	fornax.api module

	fornax.model module

	fornax.opt module

	fornax.select module

	Module contents
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Submodules


fornax.api module


	
class fornax.api.Connection(url, **kwargs)

	Bases: object

Create a new database connection.
If the database is empty Connection will create
any missing schema.

Currrently sqlite and postgresql are activly supported
as backend databases.

In addition to the open/close syntax, Connection
supports the context manager syntax where the context
is treaded as a transaction.
Any changes will be automatically rolled back
in the event of an exception:

with Connection("postgres:://user/0.0.0.0./mydb") as conn:
    graph = fornax.GraphHandle.create(conn)






	Parameters

	url (str) – dialect[+driver]://user:password@host/dbname[?key=value..]






	
SQLITE_MAX_SIZE = 9223372036854775807

	




	
close()

	Close the fornax database connection
and free any connections in the connection pool






	
open()

	Open the fornax database connection
and create any absent tables and indicies










	
class fornax.api.Edge(start: int, end: int, edge_type: str, meta: dict, weight=1.0)

	Bases: object

Representation of an Edge used internally be QueryHandle


	Parameters

	
	start (int) – id of start node


	end (int) – id of end node


	edge_type (str) – either query target or match


	meta (dict) – dictionary of edge metadata to be json serialised


	weight – weight between 0 and 1, defaults to 1.






	Raises

	ValueError – Raised if type is not query, target or match






	
end

	




	
meta

	




	
start

	




	
type

	




	
weight

	








	
class fornax.api.GraphHandle(connection: fornax.api.Connection, graph_id: int)

	Bases: object

Create a handle to an existing graph with id graph_id
accessed via connection.


	Parameters

	
	connection (Connection) – fornax database connection


	graph_id (int) – unique id for an existing graph









	
add_edges(sources: Iterable, targets: Iterable, **kwargs)

	Append edges to a graph representing relationships between nodes


	Parameters

	
	sources (typing.Iterable) – node id_src


	targets (typing.Iterable) – node id_src








Keyword arguments can be used to attach metadata to the edges.
For example to add three edges with a relationship attribute friend or
foe:

graph_handle.add_edges(
    sources=[0, 1, 2],
    targets=[1, 2, 0],
    relationship=['friend', 'friend', 'foe']
)





Keyword arguments can be used to attach any arbitrary JSON
serialisable data to edges.


Note

The following reserved keywords are not reserved and will raise
an exception



	start


	end


	type


	weight














	
add_nodes(**kwargs)

	Append nodes to a graph


	Parameters

	id_src (Iterable) – An iterable of unique hashable identifiers, default None





Keyword arguments can be used to attached arbitrary JSON serialised
metadata to each node:

#  create 3 nodes with ids: 0, 1, 2
#  and names 'Anne', 'Ben', 'Charles'
graph_handle.add_nodes(names=['Anne', 'Ben', 'Charles'])





By default, each node will be assigned a sequential integer id
starting from 0. A custom id can be assigned using the id_src
keyword provided that all of the ids are hashable:

#  create 3 nodes with ids: 'Anne', 'Ben', 'Charles'
#  and no explicit name field
graph_handle.add_nodes(id_src=['Anne', 'Ben', 'Charles'])






Note

id is a reserved keyword argument which will raise an exception








	
classmethod create(connection: fornax.api.Connection)

	Create a new empty graph via connection and return a GraphHandle to it


	Parameters

	connection (Connection) – a fornax database connection



	Returns

	GraphHandle to a new graph



	Return type

	GraphHandle










	
delete()

	Delete this graph.

Delete the graph accessed through graph handle and
all of the associated nodes and edges.






	
graph_id

	Get the unique id for this graph

Graph id’s are automaticly assigned at creation time.






	
classmethod read(connection: fornax.api.Connection, graph_id: int)

	Create a new GraphHandle to an existing graph
with unique identifier graph_id


	Parameters

	
	connection (Connection) – a fornax database connection


	graph_id (int) – unique identifier for an existing graph






	Returns

	A new graph handle to an existing graph



	Return type

	GraphHandle














	
exception fornax.api.InvalidEdgeError(message: str)

	Bases: Exception






	
exception fornax.api.InvalidMatchError(message: str)

	Bases: Exception






	
exception fornax.api.InvalidNodeError(message: str)

	Bases: Exception






	
class fornax.api.Node(node_id: int, node_type: str, meta: dict)

	Bases: object

Representation of a Node use internally by QueryHandle


	Parameters

	
	node_id (int) – unique id of a node


	node_type (str) – either source or target


	meta (dict) – meta data to attach to a node to be json serialised






	Raises

	ValueError – Raised is type is not either source or target






	
id

	




	
meta

	




	
type

	








	
class fornax.api.NullValue

	Bases: object

A dummy nul value that will cause an exception when serialised to json






	
class fornax.api.QueryHandle(connection: fornax.api.Connection, query_id: int)

	Bases: object

Create a handle to an existing query via connection with unique id
query_id.


	Parameters

	
	connection (Connection) – a fornax database connection


	query_id (int) – unique id for an existing query









	
add_matches(sources: Iterable[int], targets: Iterable[int], weights: Iterable[float], **kwargs)

	Add matches between the query graph and the target graph


	Parameters

	
	sources (typing.Iterable[int]) – Iterable of src_id in the query graph


	targets (typing.Iterable[int]) – Iterable of src_id in the target graph


	weights (typing.Iterable[float]) – Iterable of weights between 0 and 1








For example, to add matches between



	node 0 in the query graph and node 0 in the target graph             with weight .9


	node 0 in the query graph and node 1 in the target graph             with weight .1







then:

query.add_matches([0, 0], [0, 1], [.9, .1])






Note

Adding weights that compare equal to zero will raise an exception.








	
classmethod create(connection: fornax.api.Connection, query_graph: fornax.api.GraphHandle, target_graph: fornax.api.GraphHandle)

	Create a new query and return a QueryHandle for it


	Parameters

	
	connection (Connection) – a fornax database connection


	query_graph (GraphHandle) – subgraph to find target graph


	target_graph (GraphHandle) – Graph to be searched






	Returns

	new QueryHandle



	Return type

	QueryHandle










	
delete()

	Delete this query and any associated matches






	
execute(n=5, hopping_distance=2, max_iters=10)

	Execute a fuzzy subgraph matching query finding the top n subgraph
matches between the query graph and the target graph.


	Parameters

	
	n (int, optional) – number of subgraph matches to return


	hopping_distance (int, optional) – lengthscale hyperparameter, defaults to 2


	max_iters (int, optional) – maximum number of optimisation iterations






	Returns

	query result



	Return type

	dict










	
static is_between(target_ids, edge)

	




	
query_graph() → fornax.api.GraphHandle

	Get a QueryHandle for the query graph


	Returns

	query graph



	Return type

	GraphHandle










	
classmethod read(connection: fornax.api.Connection, query_id: int)

	Create a new QueryHandle to an existing query with unique id query_id
via connection.


	Parameters

	
	connection (Connection) – a fornax database connection


	query_id (int) – unique identifier for a query






	Returns

	new QueryHandle



	Return type

	QueryHandle










	
target_graph() → fornax.api.GraphHandle

	Get a QueryHandle for the target graph


	Returns

	target graph



	Return type

	GraphHandle















fornax.model module


	
class fornax.model.Edge(**kwargs)

	Bases: sqlalchemy.orm.decl_api.Base

Joins Nodes in a Graph


	
end

	




	
end_node

	




	
graph_id

	




	
meta

	




	
start

	




	
start_node

	








	
class fornax.model.Graph(**kwargs)

	Bases: sqlalchemy.orm.decl_api.Base

A graph containing nodes and edges


	
graph_id

	








	
class fornax.model.Match(**kwargs)

	Bases: sqlalchemy.orm.decl_api.Base

Joins Query Nodes to Candidate Target Nodes


	
end

	




	
end_graph_id

	




	
end_node

	




	
meta

	




	
query_id

	




	
start

	




	
start_graph_id

	




	
start_node

	




	
weight

	








	
class fornax.model.Node(**kwargs)

	Bases: sqlalchemy.orm.decl_api.Base

Node in a Graph


	
graph_id

	




	
meta

	




	
neighbours()

	




	
node_id

	








	
class fornax.model.Query(**kwargs)

	Bases: sqlalchemy.orm.decl_api.Base


	
end_graph_id

	




	
query_id

	




	
start_graph_id

	









fornax.opt module


	
class fornax.opt.Base

	Bases: numpy.recarray

A Base class for subclassing numpy record arrays


	Returns:

	np.recarray – A subclass of np.recarray






	
columns = []

	




	
types = []

	








	
class fornax.opt.InferenceCost

	Bases: fornax.opt.Base

A table representing all valid inference costs between query node
u and target node v


	
columns = ['v', 'u', 'cost']

	




	
cost

	Get column cost - all valid inference costs for
query node v and target node u.

Eq 14 in the paper (U)


	Returns:

	np.ndarray – array of costs as floats










	
types = [<class 'numpy.int64'>, <class 'numpy.int64'>, <class 'numpy.float32'>]

	




	
u

	Get column u


	Returns:

	np.ndarray – array of target node ids as integers










	
v

	Get column v


	Returns:

	np.ndarray – array of query node ids as integers














	
class fornax.opt.NeighbourHoodMatchingCosts

	Bases: fornax.opt.Base

Represents a table of all valid neighbourhood matching costs


	
columns = ['v', 'u', 'vv', 'uu', 'cost']

	




	
cost

	Get column cost - all valid neighbourhood matching costs.

Eq 2 in the paper - multiplied by 1 - lambda


	Returns:

	np.ndarray – array of costs and floats










	
types = [<class 'numpy.int64'>, <class 'numpy.int64'>, <class 'numpy.int64'>, <class 'numpy.int64'>, <class 'numpy.float32'>]

	




	
u

	Get column u


	Returns:

	np.ndarray – array of target node ids as integers










	
uu

	Get column uu - written u prime (u’) in the paper
where u’ is a target node within
hopping distance h of target node u


	Returns:

	np.ndarray – array of target node ids as integers










	
v

	Get column v


	Returns:

	np.ndarray – array of query node ids as integers










	
vv

	Get column vv - written v prime (v’) in the paper
where v’ is a query node within
hopping distance h of query node v


	Returns:

	np.ndarray – array of query node ids as integers














	
class fornax.opt.OptimalMatch

	Bases: fornax.opt.Base

Table representing the cost of the optimal
match for query node v going to u


	
columns = ['v', 'u', 'cost']

	




	
cost

	Get column cost - the optimal matching cost for u going to v.

Eq 10 in the paper (O)


	Returns:

	np.ndarray – array of costs as floats










	
types = [<class 'numpy.int64'>, <class 'numpy.int64'>, <class 'numpy.float32'>]

	




	
u

	Get column u


	Returns:

	np.ndarray – array of target node ids as integers










	
v

	Get column v


	Returns:

	np.ndarray – array of query node ids as integers














	
class fornax.opt.PartialMatchingCosts

	Bases: fornax.opt.Base

A table representing all valid partial matching costs


	
columns = ['v', 'u', 'vv', 'cost']

	




	
cost

	Get column cost - all valid partial matching costs.

Eq 13 in the paper (W) - but with beta multiplied by
a factor of 1 - lambda


	Returns:

	np.ndarray – array of costs as floats










	
types = [<class 'numpy.int64'>, <class 'numpy.int64'>, <class 'numpy.int64'>, <class 'numpy.float32'>]

	




	
u

	Get column u


	Returns:

	np.ndarray – array of target node ids as integers










	
v

	Get column v


	Returns:

	np.ndarray – array of query node ids as integers










	
vv

	Get column vv - written v prime (v’) in the paper
where v’ is a query node within
hopping distance h of query node v


	Returns:

	np.ndarray – array of query node ids as integers














	
class fornax.opt.QueryResult

	Bases: fornax.opt.Base

Represents a query from the database as a numpy rec array


	
columns = ['v', 'u', 'vv', 'uu', 'dist_v', 'dist_u', 'weight']

	




	
dist_u

	The hopping distance between target node u and target node uu (u’)


	Returns:

	np.ndarray – array of hopping distances as integers










	
dist_v

	The hopping distance between query node v and query node vv (v’)


	Returns:

	np.ndarray – array of hopping distances as integers










	
types = [<class 'numpy.int64'>, <class 'numpy.int64'>, <class 'numpy.int64'>, <class 'numpy.int64'>, <class 'numpy.float32'>, <class 'numpy.float32'>, <class 'numpy.float32'>]

	




	
u

	Get column u


	Returns:

	np.ndarray – array of target node ids as integers










	
uu

	Get column uu - written u prime (u’) in the paper
where u’ is a target node within
hopping distance h of target node u

values less than zero indicate that uu (u’) has
no corresponding matches to any node v’


	Returns:

	np.ndarray – array of target node ids as integers










	
v

	Get column v


	Returns:

	np.ndarray – array of query node ids as integers










	
vv

	Get column vv - written v prime (v’) in the paper
where v’ is a query node within
hopping distance h of query node v


	Returns:

	np.ndarray – array of query node ids as integers










	
weight

	String matching score between uu (u’) and vv (v’)


	Returns:

	np.ndarray – array of floating point weights














	
class fornax.opt.Refiner(neighbourhood_matching_costs: fornax.opt.NeighbourHoodMatchingCosts)

	Bases: object

Take each of the matches and recursivly find
all of their neighbours via a greedy algorithm


	
static valid_neighbours(first: tuple, second: tuple)

	Function that governs a valid hop between nodes


	Arguments:

	first {int, int} – source query_node, target_node id pair
second {int, int} – target query_node, target_node id pair



	Returns:

	Bool – True is a valid transition














	
fornax.opt.group_by(columns, arr)

	Split an array into n slices where ‘columns’
are all equal within each slice


	Arguments:

	columns {List[str]} – a list of column names
arr {np.array} – a numpy structured array



	Returns

	keys: np.array – the column values uniquly identifying each group
groups: List[np.array] – a list of numpy arrays










	
fornax.opt.group_by_first(columns, arr)

	Split an array into n slices where ‘columns’
all compare equal within each slide
Take the first row of each slice
Combine each of the rows into a single array through concatination


	Arguments:

	columns {[str]} – a list of column names
arr {[type]} – a numpy structured array



	Returns:

	np.array - new concatinated array










	
fornax.opt.solve(records: List[tuple], max_iters=10, hopping_distance=2)

	Generate a set of subgraph matches and costs from a query result


	Arguments:

	records {List[tuple]}











fornax.select module


	
fornax.select.join(query_id: int, h: int, offsets: Tuple[int, int] = None) → sqlalchemy.orm.query.Query

	




	
fornax.select.neighbours(h: int, start: bool, query_id: int) → sqlalchemy.orm.query.Query

	





Module contents





          

      

      

    

  

  
    
    Python Module Index
    

    

 


  

    
      
          
            

   Python Module Index


   
   f
   


   
     		 	

     		
       f	

     
       	[image: -]
       	
       fornax	
       

     
       	
       	   
       fornax.api	
       

     
       	
       	   
       fornax.model	
       

     
       	
       	   
       fornax.opt	
       

     
       	
       	   
       fornax.select	
       

   



          

      

      

    

  

  
    
    Index
    

    
 
  

    
      
          
            

Index



 A
 | B
 | C
 | D
 | E
 | F
 | G
 | I
 | J
 | M
 | N
 | O
 | P
 | Q
 | R
 | S
 | T
 | U
 | V
 | W
 


A


  	
      	add_edges() (fornax.api.GraphHandle method)


  

  	
      	add_matches() (fornax.api.QueryHandle method)


      	add_nodes() (fornax.api.GraphHandle method)


  





B


  	
      	Base (class in fornax.opt)


  





C


  	
      	close() (fornax.api.Connection method)


      	columns (fornax.opt.Base attribute)

      
        	(fornax.opt.InferenceCost attribute)


        	(fornax.opt.NeighbourHoodMatchingCosts attribute)


        	(fornax.opt.OptimalMatch attribute)


        	(fornax.opt.PartialMatchingCosts attribute)


        	(fornax.opt.QueryResult attribute)


      


  

  	
      	Connection (class in fornax.api)


      	cost (fornax.opt.InferenceCost attribute)

      
        	(fornax.opt.NeighbourHoodMatchingCosts attribute)


        	(fornax.opt.OptimalMatch attribute)


        	(fornax.opt.PartialMatchingCosts attribute)


      


      	create() (fornax.api.GraphHandle class method)

      
        	(fornax.api.QueryHandle class method)


      


  





D


  	
      	delete() (fornax.api.GraphHandle method)

      
        	(fornax.api.QueryHandle method)


      


  

  	
      	dist_u (fornax.opt.QueryResult attribute)


      	dist_v (fornax.opt.QueryResult attribute)


  





E


  	
      	Edge (class in fornax.api)

      
        	(class in fornax.model)


      


      	end (fornax.api.Edge attribute)

      
        	(fornax.model.Edge attribute)


        	(fornax.model.Match attribute)


      


  

  	
      	end_graph_id (fornax.model.Match attribute)

      
        	(fornax.model.Query attribute)


      


      	end_node (fornax.model.Edge attribute)

      
        	(fornax.model.Match attribute)


      


      	execute() (fornax.api.QueryHandle method)


  





F


  	
      	fornax (module)


      	fornax.api (module), [1]


  

  	
      	fornax.model (module)


      	fornax.opt (module)


      	fornax.select (module)


  





G


  	
      	Graph (class in fornax.model)


      	graph_id (fornax.api.GraphHandle attribute)

      
        	(fornax.model.Edge attribute)


        	(fornax.model.Graph attribute)


        	(fornax.model.Node attribute)


      


  

  	
      	GraphHandle (class in fornax.api)


      	group_by() (in module fornax.opt)


      	group_by_first() (in module fornax.opt)


  





I


  	
      	id (fornax.api.Node attribute)


      	InferenceCost (class in fornax.opt)


      	InvalidEdgeError


  

  	
      	InvalidMatchError


      	InvalidNodeError


      	is_between() (fornax.api.QueryHandle static method)


  





J


  	
      	join() (in module fornax.select)


  





M


  	
      	Match (class in fornax.model)


      	meta (fornax.api.Edge attribute)

      
        	(fornax.api.Node attribute)


        	(fornax.model.Edge attribute)


        	(fornax.model.Match attribute)


        	(fornax.model.Node attribute)


      


  





N


  	
      	NeighbourHoodMatchingCosts (class in fornax.opt)


      	neighbours() (fornax.model.Node method)

      
        	(in module fornax.select)


      


  

  	
      	Node (class in fornax.api)

      
        	(class in fornax.model)


      


      	node_id (fornax.model.Node attribute)


      	NullValue (class in fornax.api)


  





O


  	
      	open() (fornax.api.Connection method)


  

  	
      	OptimalMatch (class in fornax.opt)


  





P


  	
      	PartialMatchingCosts (class in fornax.opt)


  





Q


  	
      	Query (class in fornax.model)


      	query_graph() (fornax.api.QueryHandle method)


      	query_id (fornax.model.Match attribute)

      
        	(fornax.model.Query attribute)


      


  

  	
      	QueryHandle (class in fornax.api)


      	QueryResult (class in fornax.opt)


  





R


  	
      	read() (fornax.api.GraphHandle class method)

      
        	(fornax.api.QueryHandle class method)


      


  

  	
      	Refiner (class in fornax.opt)


  





S


  	
      	solve() (in module fornax.opt)


      	SQLITE_MAX_SIZE (fornax.api.Connection attribute)


      	start (fornax.api.Edge attribute)

      
        	(fornax.model.Edge attribute)


        	(fornax.model.Match attribute)


      


  

  	
      	start_graph_id (fornax.model.Match attribute)

      
        	(fornax.model.Query attribute)


      


      	start_node (fornax.model.Edge attribute)

      
        	(fornax.model.Match attribute)


      


  





T


  	
      	target_graph() (fornax.api.QueryHandle method)


      	type (fornax.api.Edge attribute)

      
        	(fornax.api.Node attribute)


      


      	types (fornax.opt.Base attribute)

      
        	(fornax.opt.InferenceCost attribute)


        	(fornax.opt.NeighbourHoodMatchingCosts attribute)


        	(fornax.opt.OptimalMatch attribute)


        	(fornax.opt.PartialMatchingCosts attribute)


        	(fornax.opt.QueryResult attribute)


      


  





U


  	
      	u (fornax.opt.InferenceCost attribute)

      
        	(fornax.opt.NeighbourHoodMatchingCosts attribute)


        	(fornax.opt.OptimalMatch attribute)


        	(fornax.opt.PartialMatchingCosts attribute)


        	(fornax.opt.QueryResult attribute)


      


  

  	
      	uu (fornax.opt.NeighbourHoodMatchingCosts attribute)

      
        	(fornax.opt.QueryResult attribute)


      


  





V


  	
      	v (fornax.opt.InferenceCost attribute)

      
        	(fornax.opt.NeighbourHoodMatchingCosts attribute)


        	(fornax.opt.OptimalMatch attribute)


        	(fornax.opt.PartialMatchingCosts attribute)


        	(fornax.opt.QueryResult attribute)


      


  

  	
      	valid_neighbours() (fornax.opt.Refiner static method)


      	vv (fornax.opt.NeighbourHoodMatchingCosts attribute)

      
        	(fornax.opt.PartialMatchingCosts attribute)


        	(fornax.opt.QueryResult attribute)


      


  





W


  	
      	weight (fornax.api.Edge attribute)

      
        	(fornax.model.Match attribute)


        	(fornax.opt.QueryResult attribute)


      


  







          

      

      

    

  

  
    
    Overview: module code
    

    
 
  

    
      
          
            
  All modules for which code is available

	fornax.api

	fornax.model

	fornax.opt

	fornax.select

	sqlalchemy.orm.attributes




          

      

      

    

  

  
    
    fornax.api
    

    
 
  

    
      
          
            
  Source code for fornax.api

import fornax.select
import fornax.opt
import sqlalchemy
import itertools
import collections
import json
import os
import sys
import hashlib

import typing
from sqlalchemy import event
from contextlib import contextmanager
from sqlalchemy.engine import Engine
import fornax.model as model

# TODO: sqlalchemy database integrity exceptions are not caught by the API


# enforce foreign key constrains in SQLite
@event.listens_for(Engine, "connect")
def _set_sqlite_pragma(dbapi_connection, connection_record):
    dialect_name = connection_record._ConnectionRecord__pool._dialect.name
    if dialect_name != 'sqlite':
        return
    cursor = dbapi_connection.cursor()
    cursor.execute("PRAGMA foreign_keys=ON")
    cursor.close()


def _hash(item: str, maxsize=sys.maxsize) -> int:
    """An unsalted hash function with a range between 0 and maxsize

    :param item: string or string like object that is accepted by builtin
    function `str`
    :type item: str
    param maxsize: maximum value of returned integer
    :type maxsize: int
    :return: hash between 0 and maxsize
    :rtype: int
    """
    if isinstance(item, int):
        return item % maxsize
    else:
        return int(
            hashlib.sha256(str(item).encode('utf-8')).hexdigest(), 16
        ) % maxsize


[docs]class Connection:
    """
    Create a new database connection.
    If the database is empty :class:`Connection` will create
    any missing schema.

    Currrently sqlite and postgresql are activly supported
    as backend databases.

    In addition to the open/close syntax, Connection
    supports the context manager syntax where the context
    is treaded as a transaction.
    Any changes will be automatically rolled back
    in the event of an exception::

        with Connection("postgres:://user/0.0.0.0./mydb") as conn:
            graph = fornax.GraphHandle.create(conn)

    :param url: dialect[+driver]://user:password@host/dbname[?key=value..]
    :type url: str
    """

    SQLITE_MAX_SIZE = 2**63 - 1

    def __init__(self, url, **kwargs):
        self.url = url
        self.engine = sqlalchemy.create_engine(self.url, **kwargs)
        self.make_session = sqlalchemy.orm.sessionmaker(bind=self.engine)
        self.maxsize = sys.maxsize
        if self.url.startswith('sqlite'):
            self.maxsize = self.SQLITE_MAX_SIZE

[docs]    def open(self):
        """ Open the fornax database connection
        and create any absent tables and indicies
        """
        self.connection = self.engine.connect()
        fornax.model.Base.metadata.create_all(self.connection)


[docs]    def close(self):
        """ Close the fornax database connection
        and free any connections in the connection pool
        """

        self.connection.close()


    def __enter__(self):
        self.open()
        self.session = self.make_session()
        return self

    def __exit__(self, exc_type, exc_val, traceback):
        if exc_type is not None:
            # rollback the session and raise the recieved exception
            self.session.rollback()
            self.session.close()
            return False
        # otherwise end the transaction and close the connection
        self.session.commit()
        self.session.close()
        self.close()

    def _hash(self, item: str) -> int:
        """An unsalted hash function with a range between 0 and self.maxsize

        :param item: string or string like object that is accepted by builtin
        function `str`
        :type item: str
        :return: hash between 0 and self.maxsize
        :rtype: int
        """
        return _hash(item, self.maxsize)



[docs]class InvalidNodeError(Exception):

    def __init__(self, message: str):
        """This exception will be raised if invalid Nodes are found to be inserted
        into the database

        :param message: Description of the failed criteria
        :type message: str
        """
        super().__init__(message)



[docs]class InvalidEdgeError(Exception):

    def __init__(self, message: str):
        """This exception will be raised if invalid Edges are found to be inserted
        into the database

        :param message: Description of the failed criteria
        :type message: str
        """
        super().__init__(message)



[docs]class InvalidMatchError(Exception):

    def __init__(self, message: str):
        """This exception will be raised if invalid Matches are found to be inserted
        into the database

        :param message: Description of the failed criteria
        :type message: str
        """
        super().__init__(message)



[docs]class NullValue:
    """
    A dummy nul value that will cause an exception when serialised to json
    """

    def __init__(self):
        pass



[docs]class Node:
    """Representation of a Node use internally by QueryHandle

    :param node_id: unique id of a node
    :type node_id: int
    :param node_type: either `source` or `target`
    :type node_type: str
    :param meta: meta data to attach to a node to be json serialised
    :type meta: dict
    :raises ValueError: Raised is type is not either `source` or `target`
    """

    __slots__ = ['id', 'type', 'meta']

    def __init__(self, node_id: int, node_type: str, meta: dict):
        if node_type not in ('query', 'target'):
            raise ValueError('Nodes must be of type "query", "target"')
        self.id = node_id
        self.type = node_type
        self.meta = meta

    def __eq__(self, other):
        return (self.id, self.type, self.meta) == (
            other.id, other.type, other.meta)

    def __repr__(self):
        return '<Node(id={}, type={}, meta={})>'.format(
            self.id, self.type, self.meta)

    def __lt__(self, other):
        return (self.type, self.id) < (other.type, other.id)



[docs]class Edge:
    """Representation of an Edge used internally be QueryHandle

    :param start: id of start node
    :type start: int
    :param end: id of end node
    :type end: int
    :param edge_type: either query target or match
    :type edge_type: str
    :param meta: dictionary of edge metadata to be json serialised
    :type meta: dict
    :param weight: weight between 0 and 1, defaults to 1.
    :raises ValueError: Raised if type is not `query`, `target` or `match`
    """
    __slots__ = ['start', 'end', 'type', 'meta', 'weight']

    def __init__(
        self, start: int, end: int,
        edge_type: str, meta: dict, weight=1.
    ):
        if edge_type not in ('query', 'target', 'match'):
            raise ValueError(
                'Edges must be of type "query", "target", "match"'
            )
        self.start = start
        self.end = end
        self.type = edge_type
        self.meta = meta
        self.weight = weight

    def __eq__(self, other):
        return (self.type, self.start, self.end, self.meta) == (
            other.type, other.start, other.end, other.meta)

    def __lt__(self, other):
        return (self.type, self.start, self.end) < (
            other.type, other.start, other.end)

    def __repr__(self):
        return '<Edge(start={}, end={}, type={}, meta={})>'.format(
            self.start, self.end, self.type, self.meta
        )



[docs]class GraphHandle:
    """

    Create a handle to an existing graph with id *graph_id*
    accessed via *connection*.

    :param connection: fornax database connection
    :type connection: Connection
    :param graph_id: unique id for an existing graph
    :type graph_id: int
    """

    def __init__(self, connection: Connection, graph_id: int):
        self._graph_id = graph_id
        self.conn = connection
        self._check_exists()

    def __len__(self):
        """Return the number of nodes in the graph

        :return: node count
        :rtype: int
        """
        with session_scope() as session:
            count = session.query(model.Node).filter(
                model.Node.graph_id == self._graph_id
            ).count()
        return count

    def __repr__(self):
        return '<GraphHandle(graph_id={})>'.format(self._graph_id)

    def __eq__(self, other):
        return self.graph_id == other.graph_id

    @property
    def graph_id(self):
        """Get the unique id for this graph

        Graph id's are automaticly assigned at creation time.
        """
        return self._graph_id

[docs]    @classmethod
    def create(cls, connection: Connection):
        """Create a new empty graph via *connection* and return a GraphHandle to it

        :param connection: a fornax database connection
        :type connection: Connection
        :return: GraphHandle to a new graph
        :rtype: GraphHandle
        """

        query = connection.session.query(
            sqlalchemy.func.max(model.Graph.graph_id)
        ).first()
        graph_id = query[0]

        if graph_id is None:
            graph_id = 0
        else:
            graph_id += 1
        connection.session.add(model.Graph(graph_id=graph_id))
        connection.session.commit()
        return GraphHandle(connection, graph_id)


[docs]    @classmethod
    def read(cls, connection: Connection, graph_id: int):
        """Create a new GraphHandle to an existing graph
        with unique identifier `graph_id`

        :param connection: a fornax database connection
        :type connection: Connection
        :param graph_id: unique identifier for an existing graph
        :type graph_id: int
        :return: A new graph handle to an existing graph
        :rtype: GraphHandle
        """

        return GraphHandle(connection, graph_id)


[docs]    def delete(self):
        """Delete this graph.

        Delete the graph accessed through graph handle and
        all of the associated nodes and edges.

        """

        self._check_exists()
        self.conn.session.query(
            model.Edge
        ).filter(model.Edge.graph_id == self._graph_id).delete()
        self.conn.session.query(
            model.Node
        ).filter(model.Node.graph_id == self._graph_id).delete()
        self.conn.session.query(
            model.Graph
        ).filter(model.Graph.graph_id == self._graph_id).delete()
        self.conn.session.commit()


    def _check_exists(self):

        exists = self.conn.session.query(sqlalchemy.exists().where(
            model.Graph.graph_id == self._graph_id
        )).scalar()
        if not exists:
            raise ValueError(
                'cannot read graph with graph id: {}'.format(self._graph_id)
            )

[docs]    def add_nodes(self, **kwargs):
        """Append nodes to a graph

        :param id_src: An iterable of unique hashable identifiers, default None
        :type id_src: Iterable

        Keyword arguments can be used to attached arbitrary JSON serialised
        metadata to each node::

            #  create 3 nodes with ids: 0, 1, 2
            #  and names 'Anne', 'Ben', 'Charles'
            graph_handle.add_nodes(names=['Anne', 'Ben', 'Charles'])

        By default, each node will be assigned a sequential integer id
        starting from 0. A custom id can be assigned using the *id_src*
        keyword provided that all of the ids are hashable::

            #  create 3 nodes with ids: 'Anne', 'Ben', 'Charles'
            #  and no explicit name field
            graph_handle.add_nodes(id_src=['Anne', 'Ben', 'Charles'])

        .. note::

            *id* is a reserved keyword argument which will raise an exception
        """

        keys = kwargs.keys()

        if not len(keys):
            raise ValueError(
                'add_nodes requires at least one keyword argument'
            )

        if 'id' in keys:
            raise(ValueError('id is a reserved node attribute \
            which cannot be assigned'))
        if kwargs.get('id_src') is not None:
            id_src = kwargs['id_src']
            zipped = itertools.zip_longest(
                *kwargs.values(), fillvalue=NullValue()
            )
            zipped = itertools.zip_longest(
                id_src, zipped, fillvalue=NullValue()
            )
        else:
            zipped = enumerate(
                itertools.zip_longest(*kwargs.values(), fillvalue=NullValue())
            )

        nodes = (
            model.Node(
                node_id=self.conn._hash(node_id),
                graph_id=self.graph_id,
                meta=json.dumps({key: val for key, val in zip(keys, values)})
            )
            for node_id, values in zipped
        )
        nodes = self._check_nodes(nodes)
        self.conn.session.add_all(nodes)
        self.conn.session.commit()


[docs]    def add_edges(
        self, sources: typing.Iterable, targets: typing.Iterable, **kwargs
    ):
        """Append edges to a graph representing relationships between nodes

        :param sources: node id_src
        :type sources: typing.Iterable
        :param targets: node id_src
        :type targets: typing.Iterable

        Keyword arguments can be used to attach metadata to the edges.
        For example to add three edges with a relationship attribute friend or
        foe::

            graph_handle.add_edges(
                sources=[0, 1, 2],
                targets=[1, 2, 0],
                relationship=['friend', 'friend', 'foe']
            )
        Keyword arguments can be used to attach any arbitrary JSON
        serialisable data to edges.

        .. note::

            The following reserved keywords are not reserved and will raise
            an exception

                * *start*
                * *end*
                * *type*
                * *weight*

        """

        keys = kwargs.keys()
        if 'start' in keys:
            raise(
                ValueError('start is a reserved node attribute \
                which cannot be assigned using kwargs'))
        if 'end' in keys:
            raise(ValueError('end is a reserved node attribute \
            which cannot be assigned using kwargs'))
        if 'type' in keys:
            raise(ValueError('type is a reserved node attribute \
            which cannot be assigned using kwargs'))
        if 'weight' in keys:
            raise(ValueError('weight is a reserved node attribute \
            which cannot be assigned using kwargs'))
        hashed_sources = map(self.conn._hash, sources)
        hashed_targets = map(self.conn._hash, targets)
        zipped = itertools.zip_longest(
            hashed_sources, hashed_targets,
            *kwargs.values(), fillvalue=NullValue()
        )
        edges = itertools.chain.from_iterable(
            (
                model.Edge(
                    start=start, end=end, graph_id=self._graph_id,
                    meta=json.dumps(
                        {key: val for key, val in zip(keys, values)}
                    )),
                model.Edge(
                    start=end, end=start, graph_id=self._graph_id,
                    meta=json.dumps(
                        {key: val for key, val in zip(keys, values)}
                    ))
            )
            for start, end, *values in zipped
        )
        edges = self._check_edges(edges)
        self.conn.session.add_all(edges)
        self.conn.session.commit()


    def _check_nodes(self, nodes) -> typing.Generator:
        """Guard against invalid nodes by raising an InvalidNodeError for
        forbidden node parameters

        :param nodes: An iterable of Nodes
        :type nodes: typing.Iterable[model.Node]
        :raises InvalidNodeError: Raised when Node.node_id is not an integer
        :raises InvalidNodeError: Raised when Node.node_id is larger than
        MAX_INT
        :return: Yield each node if there are no uncaught exceptions
        :rtype: typing.Generator[model.Node, None, None]
        """

        for node in nodes:
            try:
                node_id = int(node.node_id)
            except ValueError:
                raise InvalidNodeError(
                    '{}, node_id must be an integer'.format(node)
                )
            if node_id > self.conn.maxsize and self.conn.startswith('sqlite'):
                raise InvalidNodeError('node id {} is too large'.format(node))
            yield node

    @staticmethod
    def _check_edges(edges: typing.Iterable[model.Edge]) -> typing.Generator:
        """Guard against invalid edges by raising an InvalidEdgeError for
        forbidden edge parameters

        :param edges: An iterable of Edges
        :type edges: typing.List[model.Edge]
        :raises InvalidEdgeError: Raised if edge start or edge end is
        not an int
        :raises InvalidEdgeError: Raised if edge start and edge end
        are the same
        :return: Yield each edge if there are no uncaught exceptions
        :rtype: typing.Generator[model.Edge, None, None]
        """

        for edge in edges:
            try:
                start, end = int(edge.start), int(edge.end)
            except ValueError:
                raise InvalidEdgeError(
                    '{}, edge start and end must be integers'.format(edge)
                )
            if start == end:
                raise InvalidEdgeError(
                    '{}, edges must start and end on different nodes'.format(
                        edge
                    )
                )
            yield edge



[docs]class QueryHandle:
    """Create a handle to an existing query via *connection* with unique id
    *query_id*.

    :param connection: a fornax database connection
    :type connection: Connection
    :param query_id: unique id for an existing query
    :type query_id: int
    """

    def __init__(self, connection: Connection, query_id: int):
        self.query_id = query_id
        self.conn = connection
        self._check_exists()

    def __eq__(self, other):
        return self.query_id == other.query_id

    def __len__(self):
        """Return the number of matches in the query

        Returns:
            {int} -- Count of matching edges
        """
        self._check_exists()
        count = self.conn.session.query(model.Match).filter(
            model.Match.query_id == self.query_id).count()
        return count

    def _check_exists(self):
        """Raise a value error is the query had been deleted

        Raises:
            ValueError -- Raised if the query had been deleted
        """

        exists = self.conn.session.query(model.Query).filter(
            model.Query.query_id == self.query_id
        ).scalar()
        if not exists:
            raise ValueError(
                'cannot read query with query id {}'.format(self.query_id)
            )

[docs]    @classmethod
    def create(
        cls, connection: Connection,
        query_graph: GraphHandle, target_graph: GraphHandle
    ):
        """Create a new query and return a QueryHandle for it

        :param connection: a fornax database connection
        :type connection: Connection
        :param query_graph: subgraph to find target graph
        :type query_graph: GraphHandle
        :param target_graph: Graph to be searched
        :type target_graph: GraphHandle
        :return: new QueryHandle
        :rtype: QueryHandle
        """

        query_id = connection.session.query(
            sqlalchemy.func.max(model.Query.query_id)
        ).first()[0]
        if query_id is None:
            query_id = 0
        else:
            query_id += 1
        new_query = model.Query(
            query_id=query_id,
            start_graph_id=query_graph.graph_id,
            end_graph_id=target_graph.graph_id
        )
        connection.session.add(new_query)
        connection.session.commit()
        return QueryHandle(connection, query_id)


[docs]    @classmethod
    def read(cls, connection: Connection, query_id: int):
        """Create a new QueryHandle to an existing query with unique id *query_id*
        via *connection*.

        :param connection: a fornax database connection
        :type connection: Connection
        :param query_id: unique identifier for a query
        :type query_id: int
        :return: new QueryHandle
        :rtype: QueryHandle
        """
        return QueryHandle(connection, query_id)


[docs]    def delete(self):
        """Delete this query and any associated matches
        """
        self._check_exists()
        self.conn.session.query(model.Match).filter(
            model.Match.query_id == self.query_id
        ).delete()
        self.conn.session.query(model.Query).filter(
            model.Query.query_id == self.query_id
        ).delete()
        self.conn.session.commit()


[docs]    def query_graph(self) -> GraphHandle:
        """Get a QueryHandle for the query graph

        :return: query graph
        :rtype: GraphHandle
        """

        self._check_exists()
        start_graph = self.conn.session.query(
            model.Graph
        ).join(
            model.Query, model.Graph.graph_id == model.Query.start_graph_id
        ).filter(model.Query.query_id == self.query_id).first()
        graph_id = start_graph.graph_id
        return GraphHandle(self.conn, graph_id)


[docs]    def target_graph(self) -> GraphHandle:
        """Get a QueryHandle for the target graph

        :return: target graph
        :rtype: GraphHandle
        """

        self._check_exists()
        end_graph = self.conn.session.query(
            model.Graph
        ).join(
            model.Query, model.Graph.graph_id == model.Query.end_graph_id
        ).filter(model.Query.query_id == self.query_id).first()
        graph_id = end_graph.graph_id
        return GraphHandle(self.conn, graph_id)


[docs]    def add_matches(
        self,
        sources: typing.Iterable[int],
        targets: typing.Iterable[int],
        weights: typing.Iterable[float],
        **kwargs
    ):
        """Add matches between the query graph and the target graph

        :param sources: Iterable of `src_id` in the query graph
        :type sources: typing.Iterable[int]
        :param targets: Iterable of `src_id` in the target graph
        :type targets: typing.Iterable[int]
        :param weights: Iterable of weights between 0 and 1
        :type weights: typing.Iterable[float]

        For example, to add matches between

            * node *0* in the query graph and node *0* in the target graph \
            with weight *.9*

            * node *0* in the query graph and node *1* in the target graph \
            with weight *.1*

        then::

            query.add_matches([0, 0], [0, 1], [.9, .1])

        .. note::

            Adding weights that compare equal to zero will raise an exception.

        """

        self._check_exists()
        keys = kwargs.keys()
        if 'start' in keys:
            raise(ValueError('start is a reserved node attribute \
            which cannot be assigned using kwargs'))
        if 'end' in keys:
            raise(ValueError('end is a reserved node attribute \
            which cannot be assigned using kwargs'))
        if 'type' in keys:
            raise(ValueError('type is a reserved node attribute \
            which cannot be assigned using kwargs'))
        if 'weight' in keys:
            raise(ValueError('weight is a reserved node attribute \
            which cannot be assigned using kwargs'))
        hashed_sources = map(self.conn._hash, sources)
        hashed_targetes = map(self.conn._hash, targets)
        zipped = itertools.zip_longest(
            hashed_sources, hashed_targetes, weights,
            *kwargs.values(), fillvalue=NullValue()
        )
        query_graph = self.query_graph()
        target_graph = self.target_graph()
        matches = (
            model.Match(
                start=start,
                end=end,
                start_graph_id=query_graph.graph_id,
                end_graph_id=target_graph.graph_id,
                query_id=self.query_id,
                weight=weight,
                meta=json.dumps({key: val for key, val in zip(keys, values)})
            )
            for start, end, weight, *values in zipped
        )
        matches = self._check_matches(matches)
        self.conn.session.add_all(matches)
        self.conn.session.commit()


    @staticmethod
    def _check_matches(
        matches: typing.Iterable[model.Match]
    ) -> typing.Generator:
        """Guard against invalid matches by raising an InvalidMatchError
        for forbidden Match parameters

        :param matches: Iterable of Match objects
        :type matches: typing.Iterable[model.Match]
        :raises ValueError: Raised if match start cannot be coorced to
        an integer
        :raises ValueError: Raised if match end cannot be coorced to an integer
        :raises ValueError: Raised if match weight cannot be coorced to a float
        :raises ValueError: Raised if match weight is not in the range 0 to 1
        :return: yield each match
        :rtype: typing.Generator[model.Match, None, None]
        """

        for match in matches:
            try:
                start = int(match.start)
            except ValueError:
                raise ValueError(
                    '<Match(start={}, end={}, weight={})>, \
                    match start must be int'
                )
            try:
                end = int(match.end)
            except ValueError:
                raise ValueError(
                    '<Match(start={}, end={}, weight={})>, \
                    match end must be int'
                )
            try:
                weight = float(match.weight)
            except ValueError:
                raise ValueError(
                    '<Match(start={}, end={}, weight={})>,\
                    match weight must be number'
                )
            if not 0 < weight <= 1:
                raise ValueError(
                    '<Match(start={}, end={}, weight={})>,\
                    bounds error: 0 < weight <= 1'
                )
            yield match

    def _query_nodes(self):
        nodes = self.conn.session.query(model.Node).join(
            model.Query, model.Node.graph_id == model.Query.start_graph_id
        ).filter(model.Query.query_id == self.query_id).all()
        nodes = [
            Node(n.node_id, 'query', json.loads(n.meta)) for n in nodes
        ]
        return nodes

    def _query_edges(self):
        edges = self.conn.session.query(model.Edge).join(
            model.Query, model.Edge.graph_id == model.Query.start_graph_id
        ).filter(
            model.Query.query_id == self.query_id
        ).filter(
            model.Edge.start < model.Edge.end
        )
        edges = [
            Edge(e.start, e.end, 'query', json.loads(e.meta))
            for e in edges
        ]
        return edges

    def _target_nodes(self):
        nodes = self.conn.session.query(model.Node).join(
            model.Query, model.Node.graph_id == model.Query.end_graph_id
        ).filter(
            model.Query.query_id == self.query_id
        ).join(
            model.Match, model.Node.node_id == model.Match.end
        ).filter(
            model.Match.end_graph_id == model.Node.graph_id
        ).filter(
            model.Match.query_id == model.Query.query_id
        ).order_by(model.Node.node_id.asc()).all()
        nodes = [
            Node(n.node_id, 'target', json.loads(n.meta)) for n in nodes
        ]
        return nodes

[docs]    @staticmethod
    def is_between(target_ids, edge):
        return edge.start in target_ids and edge.end in target_ids


    def _target_edges(self, target_nodes, target_edges_arr):
        # only include target edges that are between the target nodes above
        EndMatch = sqlalchemy.alias(model.Match, "end_match")
        StartNode = sqlalchemy.alias(model.Node, "start_node")
        edges = self.conn.session.query(model.Edge).join(
            model.Node, model.Edge.start == model.Node.node_id
        ).join(
            StartNode, model.Edge.end == StartNode.c.node_id
        ).join(
            EndMatch, EndMatch.c.end == model.Node.node_id
        ).join(
            model.Query, model.Node.graph_id == model.Query.end_graph_id
        ).filter(
            model.Edge.start < model.Edge.end
        ).filter(
            StartNode.c.graph_id == model.Query.end_graph_id
        ).filter(
            EndMatch.c.end_graph_id == model.Query.end_graph_id
        ).filter(
            model.Edge.graph_id == model.Query.end_graph_id
        ).order_by(model.Edge.start.asc()).all()

        edges = [
            Edge(e.start, e.end, 'target', json.loads(e.meta))
            for e in edges
        ]
        return edges

    def _optimise(self, hopping_distance, max_iters, offsets):
        sql_query = fornax.select.join(
            self.query_id, h=hopping_distance, offsets=offsets
        )
        records = sql_query.with_session(self.conn.session).all()

        packed = fornax.opt.solve(
            records,
            hopping_distance=hopping_distance,
            max_iters=max_iters
        )
        inference_costs, subgraphs, iters, sz, target_edges_arr = packed
        return inference_costs, subgraphs, iters, sz, target_edges_arr

    @classmethod
    def _get_scores(cls, inference_costs, query_nodes, subgraphs, sz):
        scores = []
        for subgraph in subgraphs:
            score = sum(inference_costs[k] for k in subgraph)
            score += sz - len(subgraph)
            score /= len(query_nodes)
            scores.append(score)
        return scores

    def _node_to_dict(self, node: Node) -> dict:
        """Return self as a json serialisable dictionary

        :return: dictionary with keys `id`, `type` and `meta`
        :rtype: dict
        """

        return {
            # hash id with type so that the node id is unique to a given
            # submatch result
            **{
                'id': self.conn._hash((node.id, node.type)),
                'type': node.type
            },
            **node.meta
        }

    def _edge_to_dict(self, edge: Edge):
        """Return self as a json serialisable dictionary

        Returns:
            dict -- dictionart with keys start, end, type, metadata and weight
        """
        if edge.type == 'query' or edge.type == 'target':
            # hash start and end with the edge type
            # to make id unique within a subgraph match
            start = self.conn._hash((edge.start, edge.type))
            end = self.conn._hash((edge.end, edge.type))

        elif edge.type == 'match':
            # hash start and end with the edge type
            # to make id unique within a subgraph match
            start = self.conn._hash((edge.start, 'query'))
            end = self.conn._hash((edge.end, 'target'))
        return {
            **{
                'source': start,
                'target': end,
                'type': edge.type,
                'weight': edge.weight
            },
            **edge.meta
        }

[docs]    def execute(self, n=5, hopping_distance=2, max_iters=10):
        """Execute a fuzzy subgraph matching query finding the top *n* subgraph
        matches between the query graph and the target graph.

        :param n: number of subgraph matches to return
        :type n: int, optional
        :param hopping_distance: lengthscale hyperparameter, defaults to 2
        :type hopping_distance: int, optional
        :param max_iters: maximum number of optimisation iterations
        :type max_iters: int, optional
        :return: query result
        :rtype: dict
        """

        offsets = None  # TODO: implement batching
        self._check_exists()
        if not len(self):
            raise ValueError('Cannot execute query with no matches')

        graphs = []
        query_nodes = sorted(self._query_nodes())
        target_nodes = sorted(self._target_nodes())
        # we will with get target edges from the optimiser
        # since the optimiser knows this anyway
        target_edges = None
        query_edges = sorted(self._query_edges())

        packed = self._optimise(hopping_distance, max_iters, offsets)
        inference_costs, subgraphs, iters, sz, target_edges_arr = packed
        target_edges = self._target_edges(target_nodes, target_edges_arr)
        target_edges = sorted(target_edges)

        scores = self._get_scores(inference_costs, query_nodes, subgraphs, sz)
        # sort graphs by score then deturministicly by hashing
        idxs = sorted(
            enumerate(scores),
            key=lambda x: (x[1], self.conn._hash(tuple(subgraphs[x[0]])))
        )

        query_nodes_payload = [
            self._node_to_dict(node)
            for node in query_nodes
        ]

        query_edges_payload = [
            self._edge_to_dict(edge)
            for edge in query_edges
        ]

        target_nodes_payload = [
            self._node_to_dict(node)
            for node in target_nodes
        ]

        target_edges_payload = [
            self._edge_to_dict(edge)
            for edge in target_edges
        ]

        for i, score in idxs[:min(n, len(idxs))]:

            _, match_ends = zip(*subgraphs[i])

            matches = [
                self._edge_to_dict(
                    Edge(s, e, 'match', {}, 1. - inference_costs[s, e])
                )
                for s, e in sorted(subgraphs[i])
            ]

            match_ends = set(
                self.conn._hash((i, 'target'))
                for i in match_ends
            )

            nxt_graph = {
                'is_multigraph': False,
                'cost': score,
                'nodes': list(query_nodes_payload),  # make a copy
                'links': matches + list(query_edges_payload)  # make a copy
            }

            nxt_graph['nodes'].extend([
                n for n in target_nodes_payload
                if n['id'] in match_ends
            ])

            nxt_graph['links'].extend(
                [
                    e for e in target_edges_payload
                    if e['source'] in match_ends and e['target'] in match_ends
                ]
            )

            graphs.append(nxt_graph)

        return {
            'graphs': graphs,
            'iters': iters,
            'hopping_distance': hopping_distance,
            'max_iters': max_iters
        }
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  Source code for fornax.model

from sqlalchemy import Column, Integer, Float, CheckConstraint, String
from sqlalchemy import PrimaryKeyConstraint, Index, UniqueConstraint
from sqlalchemy import ForeignKey, ForeignKeyConstraint
from sqlalchemy.ext.declarative import declarative_base
from sqlalchemy.orm import relationship
from sqlalchemy.types import BigInteger
Base = declarative_base()


[docs]class Graph(Base):
    """ A graph containing nodes and edges """
    __tablename__ = 'graph'
    graph_id = Column(Integer, primary_key=True)
    Index('graph_id')



[docs]class Query(Base):

    __tablename__ = 'query'
    __table_args__ = (
        UniqueConstraint('query_id', 'start_graph_id', 'end_graph_id'),
    )

    query_id = Column(Integer, primary_key=True)
    start_graph_id = Column(
        Integer, ForeignKey("graph.graph_id"), nullable=False, index=True)
    end_graph_id = Column(
        Integer, ForeignKey("graph.graph_id"), nullable=False, index=True)
    Index(
        'query_idx', 'query_id', 'start_graph_id', 'end_graph_id', unique=True)
    Index('query_id')



[docs]class Match(Base):
    """Joins Query Nodes to Candidate Target Nodes"""

    __tablename__ = 'match'
    __table_args__ = (
        PrimaryKeyConstraint(
            'query_id', 'start_graph_id', 'end_graph_id', 'start', 'end'),
        ForeignKeyConstraint(
            ['start_graph_id', 'start'], ['node.graph_id', 'node.node_id'],
            name="fk_match_start"),
        ForeignKeyConstraint(
            ['end_graph_id', 'end'], ['node.graph_id', 'node.node_id'],
            name="fk_match_end"),
        ForeignKeyConstraint(
            ['query_id', 'start_graph_id', 'end_graph_id'],
            ['query.query_id', 'query.start_graph_id', 'query.end_graph_id'],
            name="fk_query"
        )
    )

    start = Column(BigInteger)
    end = Column(BigInteger)
    start_graph_id = Column(Integer)
    end_graph_id = Column(Integer)
    query_id = Column(Integer)
    meta = Column(String, nullable=True)
    Index('query_id')

    weight = Column(
        Float,
        CheckConstraint("weight>0", name="min_check"),
        CheckConstraint("weight<=1", name="max_check"),
        nullable=False
    )

    start_node = relationship(
        'Node',
        primaryjoin="and_(Match.start == Node.node_id, \
        Match.start_graph_id == Node.node_id)",
        backref="start_matches"
    )

    end_node = relationship(
        'Node',
        primaryjoin="and_(Match.end == Node.node_id, \
        Match.end_graph_id == Node.graph_id)",
        backref="end_matches"
    )

    def __repr__(self):
        return "<Match(start={}, end={}, weight={}, start_graph_id={}, \
        end_graph_id={}, query={})>".format(
            self.start, self.end, self.weight, self.start_graph_id,
            self.end_graph_id, self.query_id
        )



[docs]class Node(Base):
    """Node in a Graph"""

    __tablename__ = 'node'
    __table_args__ = (
        PrimaryKeyConstraint('graph_id', 'node_id'),
    )
    node_id = Column(
        BigInteger,
        CheckConstraint("node_id>=0", name="q_min_id_check")
    )
    graph_id = Column(Integer, ForeignKey("graph.graph_id"))
    meta = Column(String, nullable=True)
    Index('graph_id')

[docs]    def neighbours(self):
        return [x.end_node for x in self.start_edges]


    def __repr__(self):
        return "<Node(node_id={}, graph_id={})>".format(
            self.node_id, self.graph_id)



[docs]class Edge(Base):
    """Joins Nodes in a Graph"""

    __tablename__ = 'edge'
    __table_args__ = (
        PrimaryKeyConstraint('graph_id', 'start', 'end'),
        ForeignKeyConstraint(
            ['graph_id', 'start'],
            ['node.graph_id', 'node.node_id']
        ),
        ForeignKeyConstraint(
            ['graph_id', 'end'],
            ['node.graph_id', 'node.node_id']
        )
    )

    start = Column(BigInteger)
    end = Column(BigInteger)
    graph_id = Column(Integer)
    meta = Column(String, nullable=True)

    start_node = relationship(
        'Node',
        primaryjoin='and_(Node.node_id == Edge.start, \
        Node.graph_id == Edge.graph_id)',
        backref='start_edges'
    )

    end_node = relationship(
        'Node',
        primaryjoin='and_(Node.node_id == Edge.end, \
        Node.graph_id == Edge.graph_id)',
        backref='end_edges'
    )

    def __repr__(self):
        return "<Edge(start={}, end={}, graph_id={})>".format(
            self.start, self.end, self.graph_id)
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  Source code for fornax.opt

import numpy as np
from itertools import starmap
from typing import List


def _proximity(h: float, alpha: float, distances: np.ndarray) -> np.ndarray:
    """Calculates the proximity factor P for an array of distances.
    Implements equation 1 in the paper

    Arguments:
        h {float} -- max hopping distance
        alpha {float} -- propagation factor
        distances {np.array} -- array of hopping distances

    Raises:
        ValueError -- if hopping distance is less than zero
        ValueError -- if propagation factor is not between zero and one

    Returns:
        np.array -- an array of proximiy values
    """

    if h < 0:
        raise ValueError('hopping distance h cannot be negative')
    if not 0 < alpha <= 1:
        raise ValueError('propagation factor alpha must be between 0 and 1')
    return np.multiply(
        np.less_equal(distances, h),
        np.power(alpha, distances)
    )


def _delta_plus(x: np.ndarray, y: np.ndarray) -> np.ndarray:
    """Comparator function. Equation 3 in the paper.

    Arguments:
        x {np.array} -- an array of floats
        y {np.array} -- an array of floats

    Returns
        np.array -- an array of floats
    """

    return np.multiply(
        np.greater(x, y),
        np.subtract(x, y)
    )


[docs]def group_by(columns, arr):
    """Split an array into n slices where 'columns'
    are all equal within each slice

    Arguments:
        columns {List[str]} -- a list of column names
        arr {np.array} -- a numpy structured array

    Returns
        keys: np.array -- the column values uniquly identifying each group
        groups: List[np.array] -- a list of numpy arrays
    """

    if not len(columns):
        raise ValueError("group_by requires a non empty list of column names")

    _, counts = np.unique(arr[columns], return_counts=True)
    indices = np.insert(np.cumsum(counts), 0, 0)
    split = np.split(arr, indices)
    filtered = list(filter(lambda x: len(x), split))
    keys = map(lambda x: x[columns][0].tolist(), filtered)
    stacked = np.vstack(v for v in keys)
    return stacked, filtered



[docs]def group_by_first(columns, arr):
    """
    Split an array into n slices where 'columns'
    all compare equal within each slide
    Take the first row of each slice
    Combine each of the rows into a single array through concatination

    Arguments:
        columns {[str]} -- a list of column names
        arr {[type]} -- a numpy structured array

    Returns:
        np.array - new concatinated array
    """
    _, counts = np.unique(arr[columns], return_counts=True)
    indices = np.cumsum(np.insert(counts, 0, 0))[:-1]
    return arr[indices]



[docs]class Base(np.recarray):

    """A Base class for subclassing numpy record arrays

    Returns:
        np.recarray -- A subclass of np.recarray
    """

    columns = []
    types = []

    def __new__(cls, *args, **kwargs):
        dtype = list(zip(cls.columns, cls.types))
        a = np.array([tuple(row) for row in args[0]], dtype=dtype)
        return a.view(cls)



[docs]class QueryResult(Base):

    """Represents a query from the database as a numpy rec array"""

    columns = 'v u vv uu dist_v dist_u weight'.split()
    types = [np.int64, np.int64, np.int64, np.int64,
             np.float32, np.float32, np.float32]

    @property
    def v(self):
        """Get column v

        Returns:
            np.ndarray -- array of query node ids as integers
        """

        return getattr(super(), 'v')

    @property
    def u(self):
        """Get column u

        Returns:
            np.ndarray -- array of target node ids as integers
        """

        return getattr(super(), 'u')

    @property
    def vv(self):
        """Get column vv - written v prime (v') in the paper
        where v' is a query node within
        hopping distance h of query node v

        Returns:
            np.ndarray -- array of query node ids as integers
        """

        return getattr(super(), 'vv')

    @property
    def uu(self):
        """Get column uu - written u prime (u') in the paper
        where u' is a target node within
        hopping distance h of target node u

        values less than zero indicate that uu (u') has
        no corresponding matches to any node v'

        Returns:
            np.ndarray -- array of target node ids as integers
        """

        return getattr(super(), 'uu')

    @property
    def dist_v(self):
        """The hopping distance between query node v and query node vv (v')

        Returns:
            np.ndarray -- array of hopping distances as integers
        """

        return getattr(super(), 'dist_v')

    @property
    def dist_u(self):
        """The hopping distance between target node u and target node uu (u')

        Returns:
            np.ndarray -- array of hopping distances as integers
        """

        return getattr(super(), 'dist_u')

    @property
    def weight(self):
        """String matching score between uu (u') and vv (v')

        Returns:
            np.ndarray -- array of floating point weights
        """

        return getattr(super(), 'weight')

    def __repr__(self):
        return 'QueryResult(records={}, dtypes={})'.format(
            [record for record in self], self.types
        )



[docs]class NeighbourHoodMatchingCosts(Base):

    """Represents a table of all valid neighbourhood matching costs"""

    columns = 'v u vv uu cost'.split()
    types = [np.int64, np.int64, np.int64, np.int64, np.float32]

    def __getitem__(self, indx):
        """Get the row representing the neighbourhood matching costs at index "indx"

        Arguments:
            indx {int, slice} -- index into the table

        Returns:
            NeighbourHoodMatchingCosts -- NeighbourHoodMatchingCosts
            sliced by indx
        """
        return super().__getitem__(indx)

    @property
    def v(self):
        """Get column v

        Returns:
            np.ndarray -- array of query node ids as integers
        """

        return getattr(super(), 'v')

    @property
    def u(self):
        """Get column u

        Returns:
            np.ndarray -- array of target node ids as integers
        """

        return getattr(super(), 'u')

    @property
    def vv(self):
        """Get column vv - written v prime (v') in the paper
        where v' is a query node within
        hopping distance h of query node v

        Returns:
            np.ndarray -- array of query node ids as integers
        """

        return getattr(super(), 'vv')

    @property
    def uu(self):
        """Get column uu - written u prime (u') in the paper
        where u' is a target node within
        hopping distance h of target node u

        Returns:
            np.ndarray -- array of target node ids as integers
        """

        return getattr(super(), 'uu')

    @property
    def cost(self):
        """Get column cost - all valid neighbourhood matching costs.

        Eq 2 in the paper - multiplied by 1 - lambda

        Returns:
            np.ndarray -- array of costs and floats
        """

        return getattr(super(), 'cost')

    def __repr__(self):
        return 'NeighbourHoodMatchingCosts(records={}, dtypes={})'.format(
            [record for record in self], self.types
        )



[docs]class PartialMatchingCosts(Base):

    """ A table representing all valid partial matching costs """

    columns = 'v u vv cost'.split()
    types = [np.int64, np.int64, np.int64, np.float32]

    @property
    def v(self):
        """Get column v

        Returns:
            np.ndarray -- array of query node ids as integers
        """

        return getattr(super(), 'v')

    @property
    def u(self):
        """Get column u

        Returns:
            np.ndarray -- array of target node ids as integers
        """

        return getattr(super(), 'u')

    @property
    def vv(self):
        """Get column vv - written v prime (v') in the paper
        where v' is a query node within
        hopping distance h of query node v

        Returns:
            np.ndarray -- array of query node ids as integers
        """

        return getattr(super(), 'uu')

    @property
    def cost(self):
        """Get column cost - all valid partial matching costs.

        Eq 13 in the paper (W) - but with beta multiplied by
        a factor of 1 - lambda

        Returns:
            np.ndarray -- array of costs as floats
        """

        return getattr(super(), 'cost')

    def __repr__(self):
        return 'PartialMatchingCosts(records={}, dtypes={})'.format(
            [record for record in self], self.types
        )



[docs]class InferenceCost(Base):

    """ A table representing all valid inference costs between query node
    u and target node v"""

    columns = 'v u cost'.split()
    types = [np.int64, np.int64, np.float32]

    @property
    def v(self):
        """Get column v

        Returns:
            np.ndarray -- array of query node ids as integers
        """

        return getattr(super(), 'v')

    @property
    def u(self):
        """Get column u

        Returns:
            np.ndarray -- array of target node ids as integers
        """

        return getattr(super(), 'u')

    @property
    def cost(self):
        """Get column cost - all valid inference costs for
        query node v and target node u.

        Eq 14 in the paper (U)

        Returns:
            np.ndarray -- array of costs as floats
        """

        return getattr(super(), 'cost')

    def __repr__(self):
        return 'InferenceCost(records={}, dtypes={})'.format(
            [record for record in self], self.types
        )



[docs]class OptimalMatch(Base):

    """Table representing the cost of the optimal
    match for query node v going to u"""

    columns = 'v u cost'.split()
    types = [np.int64, np.int64, np.float32]

    @property
    def v(self):
        """Get column v

        Returns:
            np.ndarray -- array of query node ids as integers
        """

        return getattr(super(), 'v')

    @property
    def u(self):
        """Get column u

        Returns:
            np.ndarray -- array of target node ids as integers
        """

        return getattr(super(), 'u')

    @property
    def cost(self):
        """Get column cost - the optimal matching cost for u going to v.

        Eq 10 in the paper (O)

        Returns:
            np.ndarray -- array of costs as floats
        """

        return getattr(super(), 'cost')



# TODO: This seems a big ugly as a class and not consistent with the rest
# of the code
[docs]class Refiner:
    """Take each of the matches and recursivly find
    all of their neighbours via a greedy algorithm"""

    def __init__(
            self, neighbourhood_matching_costs: NeighbourHoodMatchingCosts):
        """Initialise a refiner using a Frame instance

        For each pair (v, u) find the lowest cost adjacent pair (vv, uu)

        Arguments:
            frame {[Frame]} -- A frame constructed
            records returned by the database
        """

        # group all of the pairs (v, u)
        matches = {tuple(k): v for k, v in zip(
            *group_by(['v', 'u'], neighbourhood_matching_costs))}

        # get the costs cost neighbouring pair (vv, uu)
        neighbours = {
            k: group_by_first(['v', 'u', 'vv'], v)[['vv', 'uu']].tolist()
            for k, v in matches.items()
        }

        self.neighbours = {
            k: [item for item in v if self.valid_neighbours(k, item)]
            for k, v in neighbours.items()
        }

    def __call__(self, seed, result):
        """Given a pair v, u,
        greedily find the lowest cost neighbours
        recursivly covering the whole graph
        without cyclic paths

        Arguments:
            seed {[int, int]} -- u, v pair

        Keyword Arguments:
            result {[int, int]} -- stores the result between
            recursive calls (default: {None})

        Returns:
            [type] -- List of query_node, target_node
            id pairs constituting a result
        """

        # To not add a new result if we've already visited this query node
        if seed[0] in set(query_node for query_node, target_node in result):
            return

        # Now do the same for all the neighbours of the new result
        result += [seed]
        for neighbour in self.neighbours[seed]:
            self(neighbour, result)
        return

[docs]    @staticmethod
    def valid_neighbours(first: tuple, second: tuple):
        """Function that governs a valid hop between nodes

        Arguments:
            first {int, int} -- source query_node, target_node id pair
            second {int, int} -- target query_node, target_node id pair

        Returns:
            Bool -- True is a valid transition
        """

        # transitions to self are not valid
        if first == second:
            return False
        # transitions to missing target nodes are not valid
        if any(u < 0 for u in second):
            return False
        return True




def _get_matching_costs(
        records: List[tuple], hopping_distance, lmbda=.3, alpha=.3, ):
    """Create a table of matching costs from a
    table of query results using equation 2
    Equivalent to the first term of equation 13

    Returns:
        NeighbourHoodMatchingCosts -- table of all valid matching costs
        QueryResult -- query result as a numpy rec
        array rather than a list of tuples
    """

    # convert NaN records into negative numbers so they can be stored as ints
    # using numpy
    query_result = QueryResult(
        [
            tuple(item if item is not None else -1 for item in tup)
            for tup in records
        ]
    )
    # label costs are weights in the databse
    query_result.weight = 1. - query_result.weight
    query_result = np.sort(query_result, order=[
                           'v', 'u', 'vv', 'uu', 'weight'])

    nan_idx = query_result.dist_u < 0
    dist_u = query_result.dist_u
    dist_u[nan_idx] = hopping_distance + 1

    # convert hopping distances into proximities (eq. 1)
    prox_v = _proximity(hopping_distance, alpha, query_result.dist_v)
    prox_u = _proximity(hopping_distance, alpha, dist_u)
    cost = _delta_plus(prox_v, prox_u)
    cost *= (1. - lmbda)

    arr = np.unique(
        np.rec.fromarrays(
            (query_result.v, query_result.vv, prox_v),
            dtype=[('v', np.int64), ('vv', np.int64), ('prox_v', float)]
        ),
        axis=0
    )

    vs, groups = group_by('v', arr)
    beta_ = {v[0]: sum(group['prox_v']) for v, group in zip(vs, groups)}
    beta = np.vectorize(lambda x: beta_[x])
    neighbourhood_matching_costs = np.rec.fromarrays([
            query_result.v,
            query_result.u,
            query_result.vv,
            query_result.uu,
            cost
        ],
        dtype=list(zip(
            NeighbourHoodMatchingCosts.columns,
            NeighbourHoodMatchingCosts.types
        ))
    ).view(NeighbourHoodMatchingCosts)
    return neighbourhood_matching_costs, query_result, beta


def _get_partial_inference_costs(
        neighbourhood_matching_costs: NeighbourHoodMatchingCosts,
        beta
) -> PartialMatchingCosts:
    """get the lowest cost neighbourhood matching cost for each partial match

    Arguments:
        neighbourhood_matching_costs {NeighbourHoodMatchingCosts} -- sorted
        neighbourhood_matching_costs

    Returns:
        PartialMatchingCosts
    """

    grouped = group_by_first(['v', 'u', 'vv'], neighbourhood_matching_costs)
    partial_matching_costs = np.rec.fromarrays([
            grouped.v, grouped.u, grouped.vv, grouped.cost
        ],
        dtype=list(zip(
            PartialMatchingCosts.columns,
            PartialMatchingCosts.types
        ))
    ).view(PartialMatchingCosts)
    partial_matching_costs.cost /= beta(partial_matching_costs.v)
    return partial_matching_costs


def _get_inference_costs(
        partial_matching_costs: PartialMatchingCosts) -> InferenceCost:
    """sum partial matching cost for each query node target node pair (v, u)

    Arguments:
        partial_matching_costs {PartialMatchingCosts} -- sorted
        partial_matching_costs

    Returns:
        InferenceCost
    """

    # TODO: inference_costs include the label weight
    keys, groups = group_by(['v', 'u'], partial_matching_costs)
    summed = starmap(
        lambda key, group: (key[0], key[1], np.sum(group.cost) / len(group)),
        zip(keys, groups)
    )
    return InferenceCost(summed)


def _get_optimal_match(inference_costs: InferenceCost) -> OptimalMatch:
    """Get the lowest cost match for each query node v

    Arguments:
        inference_costs {InferenceCost} -- sorted inference costs

    Returns:
        OptimalMatch
    """

    return group_by_first('v', inference_costs)


[docs]def solve(records: List[tuple], max_iters=10, hopping_distance=2):
    """Generate a set of subgraph matches and costs from a query result

    Arguments:
        records {List[tuple]}

    """

    # initialisation
    finished, iters = False, 0
    prv_optimum_match = None

    neighbourhood_matching_costs, query_result, beta = _get_matching_costs(
        records, hopping_distance)
    # keep a copy for successive iterations
    neighbourhood_matching_costs_cpy = neighbourhood_matching_costs.copy()

    label_costs = {
        (record.v, record.u): record.weight
        for record in query_result
    }
    label_costs_func = np.vectorize(lambda x: label_costs.get(tuple(x)))

    while True:

        # first optimisation
        neighbourhood_matching_costs = np.sort(
            neighbourhood_matching_costs,
            order=['v', 'u', 'vv', 'cost'],
            axis=0
        )
        partial_inference_costs = _get_partial_inference_costs(
            neighbourhood_matching_costs, beta)
        inference_costs = _get_inference_costs(partial_inference_costs)
        additional_costs = np.array([label_costs.get(tuple(x)) for x in inference_costs[['v', 'u']]], dtype=np.float32)
        inference_costs.cost += additional_costs

        # second optimisation
        inference_costs = np.sort(inference_costs, order=['v', 'cost'])
        optimum_match = _get_optimal_match(inference_costs)
        inference_costs_dict = {
            (record.v, record.u): record.cost for record in inference_costs}
        apply = np.vectorize(
            lambda x: inference_costs_dict.get(tuple(x), iters))
        neighbourhood_matching_costs = neighbourhood_matching_costs_cpy.copy()
        neighbourhood_matching_costs.cost += apply(
            neighbourhood_matching_costs[['vv', 'uu']])
        iters += 1

        # test for convergance
        if prv_optimum_match is not None:
            diff = prv_optimum_match[['v', 'u']] == optimum_match[['v', 'u']]
            finished = (sum(diff) / len(optimum_match)) > .9
        if finished:
            break

        prv_optimum_match = optimum_match

        if iters >= max_iters:
            break

    neighbourhood_matching_costs = np.sort(
        neighbourhood_matching_costs,
        order=['v', 'u', 'vv', 'cost'],
        axis=0
    )
    refine = Refiner(neighbourhood_matching_costs)

    # normalise inference costs by the number of iterations
    inference_costs.cost /= iters
    inference_costs_dict = {
        (record.v, record.u): record.cost for record in inference_costs}

    inference_costs = np.sort(inference_costs, order=['cost'])
    subgraph_matches = []
    for seed in inference_costs[['v', 'u']]:
        subgraph_match = []
        refine(tuple(seed), subgraph_match)
        subgraph_match = sorted(subgraph_match)
        if subgraph_match not in subgraph_matches:
            subgraph_matches.append(subgraph_match)
    target_edges = group_by_first(['u', 'uu', 'dist_u'], query_result)[
        ['u', 'uu', 'dist_u']]
    mask = target_edges['dist_u'] > 0
    mask *= target_edges['dist_u'] <= 1
    mask *= target_edges['u'] < target_edges['uu']
    mask > 0
    target_edges = np.sort(target_edges[mask])
    return inference_costs_dict, subgraph_matches, iters, len(
        optimum_match), target_edges
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  Source code for fornax.select

from fornax.model import Base, Match, Node, Edge
from sqlalchemy.orm import Query
from sqlalchemy import literal, and_, func, alias
from typing import Tuple
from collections import Iterable


[docs]def neighbours(h: int, start: bool, query_id: int) -> Query:

    if start:
        seed = Query([
            Match.start.label('match'),
            Match.start_graph_id.label('graph_id'),
            Node.node_id.label('neighbour'),
            literal(0).label('distance')
        ]).join(
            Node,
            and_(
                Node.node_id == Match.start,
                Node.graph_id == Match.start_graph_id
            )
        ).filter(
            Match.query_id == query_id
        )
    else:
        seed = Query([
            Match.end.label('match'),
            Match.end_graph_id.label('graph_id'),
            Node.node_id.label('neighbour'),
            literal(0).label('distance')
        ]).join(
            Node,
            and_(
                Node.node_id == Match.end,
                Node.graph_id == Match.end_graph_id
            )
        ).filter(
            Match.query_id == query_id
        )

    n = seed.union(_neighbours(seed, 1, h)).subquery()
    return Query([
        n.c.match,
        n.c.neighbour,
        func.min(n.c.distance).label('distance')
    ]).group_by(n.c.match, n.c.neighbour)



def _neighbours(seed: Query, h, max_=None) -> Query:

    seed = seed.subquery()
    neighbours_query = Query([
        seed.c.match.label('match'),
        seed.c.graph_id.label('graph_id'),
        Edge.end.label('neighbour'),
        literal(h).label('distance'),
    ])
    neighbours_query = neighbours_query.distinct()
    neighbours_query = neighbours_query.join(
        Edge,
        and_(
            Edge.start == seed.c.neighbour,
            Edge.graph_id == seed.c.graph_id
        )
    )

    if h == max_:
        return neighbours_query
    else:
        return neighbours_query.union(
            _neighbours(neighbours_query, h + 1, max_=max_)
        )


[docs]def join(query_id: int, h: int, offsets: Tuple[int, int]=None) -> Query:

    left = neighbours(h, True, query_id).subquery()
    right = neighbours(h, False, query_id).subquery()
    NeighbourMatch = alias(Match, "neighbour_match")

    left_joined = Query([
        Match.start,
        Match.end,
        left.c.neighbour.label("neighbour_start"),
        left.c.distance,
        Match.weight,
    ]).filter(Match.query_id == query_id)

    left_joined = left_joined.join(left, Match.start == left.c.match)

    # batching of data is implemented here
    if offsets is not None:
        if not isinstance(offsets, Iterable) or not len(offsets) == 2:
            raise ValueError('offsets must be of length 2')
        # limit the query between offset "offsets[0]" and limit "offsets[1]"
        left_joined = left_joined.slice(int(offsets[0]), int(offsets[1]))

    left_joined = left_joined.subquery()

    right_joined = Query([
        Match.start,
        Match.end,
        NeighbourMatch.c.start.label("neighbour_start"),
        right.c.neighbour.label("neighbour_end"),
        right.c.distance,
    ])

    right_joined = right_joined.join(right, Match.end == right.c.match)
    right_joined = right_joined.join(
        NeighbourMatch, NeighbourMatch.c.end == right.c.neighbour
    )
    right_joined = right_joined.subquery()

    joined = Query([
        left_joined.c.start,
        left_joined.c.end,
        left_joined.c.neighbour_start,
        right_joined.c.neighbour_end,
        left_joined.c.distance,
        right_joined.c.distance,
        left_joined.c.weight
    ]).outerjoin(
        right_joined,
        and_(
            left_joined.c.start == right_joined.c.start,
            left_joined.c.end == right_joined.c.end,
            left_joined.c.neighbour_start == right_joined.c.neighbour_start,
        )
    )

    return joined
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  Source code for sqlalchemy.orm.attributes

# orm/attributes.py
# Copyright (C) 2005-2021 the SQLAlchemy authors and contributors
# <see AUTHORS file>
#
# This module is part of SQLAlchemy and is released under
# the MIT License: http://www.opensource.org/licenses/mit-license.php

"""Defines instrumentation for class attributes and their interaction
with instances.

This module is usually not directly visible to user applications, but
defines a large part of the ORM's interactivity.


"""

import operator

from . import collections
from . import exc as orm_exc
from . import interfaces
from .base import ATTR_EMPTY
from .base import ATTR_WAS_SET
from .base import CALLABLES_OK
from .base import INIT_OK
from .base import instance_dict
from .base import instance_state
from .base import instance_str
from .base import LOAD_AGAINST_COMMITTED
from .base import manager_of_class
from .base import NEVER_SET  # noqa
from .base import NO_AUTOFLUSH
from .base import NO_CHANGE  # noqa
from .base import NO_RAISE
from .base import NO_VALUE
from .base import NON_PERSISTENT_OK  # noqa
from .base import PASSIVE_CLASS_MISMATCH  # noqa
from .base import PASSIVE_NO_FETCH
from .base import PASSIVE_NO_FETCH_RELATED  # noqa
from .base import PASSIVE_NO_INITIALIZE
from .base import PASSIVE_NO_RESULT
from .base import PASSIVE_OFF
from .base import PASSIVE_ONLY_PERSISTENT
from .base import PASSIVE_RETURN_NO_VALUE
from .base import RELATED_OBJECT_OK  # noqa
from .base import SQL_OK  # noqa
from .base import state_str
from .. import event
from .. import inspection
from .. import util
from ..sql import base as sql_base
from ..sql import roles
from ..sql import traversals
from ..sql import visitors


class NoKey(str):
    pass


NO_KEY = NoKey("no name")


@inspection._self_inspects
class QueryableAttribute(
    interfaces._MappedAttribute,
    interfaces.InspectionAttr,
    interfaces.PropComparator,
    traversals.HasCopyInternals,
    roles.JoinTargetRole,
    roles.OnClauseRole,
    sql_base.Immutable,
    sql_base.MemoizedHasCacheKey,
):
    """Base class for :term:`descriptor` objects that intercept
    attribute events on behalf of a :class:`.MapperProperty`
    object.  The actual :class:`.MapperProperty` is accessible
    via the :attr:`.QueryableAttribute.property`
    attribute.


    .. seealso::

        :class:`.InstrumentedAttribute`

        :class:`.MapperProperty`

        :attr:`_orm.Mapper.all_orm_descriptors`

        :attr:`_orm.Mapper.attrs`
    """

    is_attribute = True

    # PropComparator has a __visit_name__ to participate within
    # traversals.   Disambiguate the attribute vs. a comparator.
    __visit_name__ = "orm_instrumented_attribute"

    def __init__(
        self,
        class_,
        key,
        parententity,
        impl=None,
        comparator=None,
        of_type=None,
        extra_criteria=(),
    ):
        self.class_ = class_
        self.key = key
        self._parententity = parententity
        self.impl = impl
        self.comparator = comparator
        self._of_type = of_type
        self._extra_criteria = extra_criteria

        manager = manager_of_class(class_)
        # manager is None in the case of AliasedClass
        if manager:
            # propagate existing event listeners from
            # immediate superclass
            for base in manager._bases:
                if key in base:
                    self.dispatch._update(base[key].dispatch)
                    if base[key].dispatch._active_history:
                        self.dispatch._active_history = True

    _cache_key_traversal = [
        ("key", visitors.ExtendedInternalTraversal.dp_string),
        ("_parententity", visitors.ExtendedInternalTraversal.dp_multi),
        ("_of_type", visitors.ExtendedInternalTraversal.dp_multi),
        ("_extra_criteria", visitors.InternalTraversal.dp_clauseelement_list),
    ]

    def __reduce__(self):
        # this method is only used in terms of the
        # sqlalchemy.ext.serializer extension
        return (
            _queryable_attribute_unreduce,
            (
                self.key,
                self._parententity.mapper.class_,
                self._parententity,
                self._parententity.entity,
            ),
        )

    @util.memoized_property
    def _supports_population(self):
        return self.impl.supports_population

    @property
    def _impl_uses_objects(self):
        return self.impl.uses_objects

    def get_history(self, instance, passive=PASSIVE_OFF):
        return self.impl.get_history(
            instance_state(instance), instance_dict(instance), passive
        )

    @util.memoized_property
    def info(self):
        """Return the 'info' dictionary for the underlying SQL element.

        The behavior here is as follows:

        * If the attribute is a column-mapped property, i.e.
          :class:`.ColumnProperty`, which is mapped directly
          to a schema-level :class:`_schema.Column` object, this attribute
          will return the :attr:`.SchemaItem.info` dictionary associated
          with the core-level :class:`_schema.Column` object.

        * If the attribute is a :class:`.ColumnProperty` but is mapped to
          any other kind of SQL expression other than a
          :class:`_schema.Column`,
          the attribute will refer to the :attr:`.MapperProperty.info`
          dictionary associated directly with the :class:`.ColumnProperty`,
          assuming the SQL expression itself does not have its own ``.info``
          attribute (which should be the case, unless a user-defined SQL
          construct has defined one).

        * If the attribute refers to any other kind of
          :class:`.MapperProperty`, including :class:`.RelationshipProperty`,
          the attribute will refer to the :attr:`.MapperProperty.info`
          dictionary associated with that :class:`.MapperProperty`.

        * To access the :attr:`.MapperProperty.info` dictionary of the
          :class:`.MapperProperty` unconditionally, including for a
          :class:`.ColumnProperty` that's associated directly with a
          :class:`_schema.Column`, the attribute can be referred to using
          :attr:`.QueryableAttribute.property` attribute, as
          ``MyClass.someattribute.property.info``.

        .. seealso::

            :attr:`.SchemaItem.info`

            :attr:`.MapperProperty.info`

        """
        return self.comparator.info

    @util.memoized_property
    def parent(self):
        """Return an inspection instance representing the parent.

        This will be either an instance of :class:`_orm.Mapper`
        or :class:`.AliasedInsp`, depending upon the nature
        of the parent entity which this attribute is associated
        with.

        """
        return inspection.inspect(self._parententity)

    @util.memoized_property
    def expression(self):
        """The SQL expression object represented by this
        :class:`.QueryableAttribute`.

        This will typically be an instance of a :class:`_sql.ColumnElement`
        subclass representing a column expression.

        """
        if self.key is NO_KEY:
            annotations = {"entity_namespace": self._entity_namespace}
        else:
            annotations = {
                "proxy_key": self.key,
                "entity_namespace": self._entity_namespace,
            }

        return self.comparator.__clause_element__()._annotate(annotations)

    @property
    def _entity_namespace(self):
        return self._parententity

    @property
    def _annotations(self):
        return self.__clause_element__()._annotations

    def __clause_element__(self):
        return self.expression

    @property
    def _from_objects(self):
        return self.expression._from_objects

    def _bulk_update_tuples(self, value):
        """Return setter tuples for a bulk UPDATE."""

        return self.comparator._bulk_update_tuples(value)

    def adapt_to_entity(self, adapt_to_entity):
        assert not self._of_type
        return self.__class__(
            adapt_to_entity.entity,
            self.key,
            impl=self.impl,
            comparator=self.comparator.adapt_to_entity(adapt_to_entity),
            parententity=adapt_to_entity,
        )

    def of_type(self, entity):
        return QueryableAttribute(
            self.class_,
            self.key,
            self._parententity,
            impl=self.impl,
            comparator=self.comparator.of_type(entity),
            of_type=inspection.inspect(entity),
            extra_criteria=self._extra_criteria,
        )

    def and_(self, *other):
        return QueryableAttribute(
            self.class_,
            self.key,
            self._parententity,
            impl=self.impl,
            comparator=self.comparator.and_(*other),
            of_type=self._of_type,
            extra_criteria=self._extra_criteria + other,
        )

    def _clone(self, **kw):
        return QueryableAttribute(
            self.class_,
            self.key,
            self._parententity,
            impl=self.impl,
            comparator=self.comparator,
            of_type=self._of_type,
            extra_criteria=self._extra_criteria,
        )

    def label(self, name):
        return self.__clause_element__().label(name)

    def operate(self, op, *other, **kwargs):
        return op(self.comparator, *other, **kwargs)

    def reverse_operate(self, op, other, **kwargs):
        return op(other, self.comparator, **kwargs)

    def hasparent(self, state, optimistic=False):
        return self.impl.hasparent(state, optimistic=optimistic) is not False

    def __getattr__(self, key):
        try:
            return getattr(self.comparator, key)
        except AttributeError as err:
            util.raise_(
                AttributeError(
                    "Neither %r object nor %r object associated with %s "
                    "has an attribute %r"
                    % (
                        type(self).__name__,
                        type(self.comparator).__name__,
                        self,
                        key,
                    )
                ),
                replace_context=err,
            )

    def __str__(self):
        return "%s.%s" % (self.class_.__name__, self.key)

    @util.memoized_property
    def property(self):
        """Return the :class:`.MapperProperty` associated with this
        :class:`.QueryableAttribute`.


        Return values here will commonly be instances of
        :class:`.ColumnProperty` or :class:`.RelationshipProperty`.


        """
        return self.comparator.property


def _queryable_attribute_unreduce(key, mapped_class, parententity, entity):
    # this method is only used in terms of the
    # sqlalchemy.ext.serializer extension
    if parententity.is_aliased_class:
        return entity._get_from_serialized(key, mapped_class, parententity)
    else:
        return getattr(entity, key)


if util.py3k:
    from typing import TypeVar, Generic

    _T = TypeVar("_T")
    _Generic_T = Generic[_T]
else:
    _Generic_T = type("_Generic_T", (), {})


class Mapped(QueryableAttribute, _Generic_T):
    """Represent an ORM mapped :term:`descriptor` attribute for typing purposes.

    This class represents the complete descriptor interface for any class
    attribute that will have been :term:`instrumented` by the ORM
    :class:`_orm.Mapper` class. When used with typing stubs, it is the final
    type that would be used by a type checker such as mypy to provide the full
    behavioral contract for the attribute.

    .. tip::

        The :class:`_orm.Mapped` class represents attributes that are handled
        directly by the :class:`_orm.Mapper` class. It does not include other
        Python descriptor classes that are provided as extensions, including
        :ref:`hybrids_toplevel` and the :ref:`associationproxy_toplevel`.
        While these systems still make use of ORM-specific superclasses
        and structures, they are not :term:`instrumented` by the
        :class:`_orm.Mapper` and instead provide their own functionality
        when they are accessed on a class.

    When using the :ref:`SQLAlchemy Mypy plugin <mypy_toplevel>`, the
    :class:`_orm.Mapped` construct is used in typing annotations to indicate to
    the plugin those attributes that are expected to be mapped; the plugin also
    applies :class:`_orm.Mapped` as an annotation automatically when it scans
    through declarative mappings in :ref:`orm_declarative_table` style. For
    more indirect mapping styles such as
    :ref:`imperative table <orm_imperative_table_configuration>` it is
    typically applied explicitly to class level attributes that expect
    to be mapped based on a given :class:`_schema.Table` configuration.

    :class:`_orm.Mapped` is defined in the
    `sqlalchemy2-stubs <https://pypi.org/project/sqlalchemy2-stubs>`_ project
    as a :pep:`484` generic class which may subscribe to any arbitrary Python
    type, which represents the Python type handled by the attribute::

        class MyMappedClass(Base):
            __table_ = Table(
                "some_table", Base.metadata,
                Column("id", Integer, primary_key=True),
                Column("data", String(50)),
                Column("created_at", DateTime)
            )

            id : Mapped[int]
            data: Mapped[str]
            created_at: Mapped[datetime]

    For complete background on how to use :class:`_orm.Mapped` with
    pep-484 tools like Mypy, see the link below for background on SQLAlchemy's
    Mypy plugin.

    .. versionadded:: 1.4

    .. seealso::

        :ref:`mypy_toplevel` - complete background on Mypy integration

    """

    def __get__(self, instance, owner):
        raise NotImplementedError()

    def __set__(self, instance, value):
        raise NotImplementedError()

    def __delete__(self, instance):
        raise NotImplementedError()


class InstrumentedAttribute(Mapped):
    """Class bound instrumented attribute which adds basic
    :term:`descriptor` methods.

    See :class:`.QueryableAttribute` for a description of most features.


    """

    inherit_cache = True

    def __set__(self, instance, value):
        self.impl.set(
            instance_state(instance), instance_dict(instance), value, None
        )

    def __delete__(self, instance):
        self.impl.delete(instance_state(instance), instance_dict(instance))

    def __get__(self, instance, owner):
        if instance is None:
            return self

        dict_ = instance_dict(instance)
        if self._supports_population and self.key in dict_:
            return dict_[self.key]
        else:
            try:
                state = instance_state(instance)
            except AttributeError as err:
                util.raise_(
                    orm_exc.UnmappedInstanceError(instance),
                    replace_context=err,
                )
            return self.impl.get(state, dict_)


HasEntityNamespace = util.namedtuple(
    "HasEntityNamespace", ["entity_namespace"]
)


def create_proxied_attribute(descriptor):
    """Create an QueryableAttribute / user descriptor hybrid.

    Returns a new QueryableAttribute type that delegates descriptor
    behavior and getattr() to the given descriptor.
    """

    # TODO: can move this to descriptor_props if the need for this
    # function is removed from ext/hybrid.py

    class Proxy(QueryableAttribute):
        """Presents the :class:`.QueryableAttribute` interface as a
        proxy on top of a Python descriptor / :class:`.PropComparator`
        combination.

        """

        def __init__(
            self,
            class_,
            key,
            descriptor,
            comparator,
            adapt_to_entity=None,
            doc=None,
            original_property=None,
        ):
            self.class_ = class_
            self.key = key
            self.descriptor = descriptor
            self.original_property = original_property
            self._comparator = comparator
            self._adapt_to_entity = adapt_to_entity
            self.__doc__ = doc

        _is_internal_proxy = True

        @property
        def _impl_uses_objects(self):
            return (
                self.original_property is not None
                and getattr(self.class_, self.key).impl.uses_objects
            )

        @property
        def _entity_namespace(self):
            if hasattr(self._comparator, "_parententity"):
                return self._comparator._parententity
            else:
                # used by hybrid attributes which try to remain
                # agnostic of any ORM concepts like mappers
                return HasEntityNamespace(self.class_)

        @property
        def property(self):
            return self.comparator.property

        @util.memoized_property
        def comparator(self):
            if callable(self._comparator):
                self._comparator = self._comparator()
            if self._adapt_to_entity:
                self._comparator = self._comparator.adapt_to_entity(
                    self._adapt_to_entity
                )
            return self._comparator

        def adapt_to_entity(self, adapt_to_entity):
            return self.__class__(
                adapt_to_entity.entity,
                self.key,
                self.descriptor,
                self._comparator,
                adapt_to_entity,
            )

        def __get__(self, instance, owner):
            retval = self.descriptor.__get__(instance, owner)
            # detect if this is a plain Python @property, which just returns
            # itself for class level access.  If so, then return us.
            # Otherwise, return the object returned by the descriptor.
            if retval is self.descriptor and instance is None:
                return self
            else:
                return retval

        def __str__(self):
            return "%s.%s" % (self.class_.__name__, self.key)

        def __getattr__(self, attribute):
            """Delegate __getattr__ to the original descriptor and/or
            comparator."""
            try:
                return getattr(descriptor, attribute)
            except AttributeError as err:
                if attribute == "comparator":
                    util.raise_(
                        AttributeError("comparator"), replace_context=err
                    )
                try:
                    # comparator itself might be unreachable
                    comparator = self.comparator
                except AttributeError as err2:
                    util.raise_(
                        AttributeError(
                            "Neither %r object nor unconfigured comparator "
                            "object associated with %s has an attribute %r"
                            % (type(descriptor).__name__, self, attribute)
                        ),
                        replace_context=err2,
                    )
                else:
                    try:
                        return getattr(comparator, attribute)
                    except AttributeError as err3:
                        util.raise_(
                            AttributeError(
                                "Neither %r object nor %r object "
                                "associated with %s has an attribute %r"
                                % (
                                    type(descriptor).__name__,
                                    type(comparator).__name__,
                                    self,
                                    attribute,
                                )
                            ),
                            replace_context=err3,
                        )

    Proxy.__name__ = type(descriptor).__name__ + "Proxy"

    util.monkeypatch_proxied_specials(
        Proxy, type(descriptor), name="descriptor", from_instance=descriptor
    )
    return Proxy


OP_REMOVE = util.symbol("REMOVE")
OP_APPEND = util.symbol("APPEND")
OP_REPLACE = util.symbol("REPLACE")
OP_BULK_REPLACE = util.symbol("BULK_REPLACE")
OP_MODIFIED = util.symbol("MODIFIED")


class AttributeEvent(object):
    """A token propagated throughout the course of a chain of attribute
    events.

    Serves as an indicator of the source of the event and also provides
    a means of controlling propagation across a chain of attribute
    operations.

    The :class:`.Event` object is sent as the ``initiator`` argument
    when dealing with events such as :meth:`.AttributeEvents.append`,
    :meth:`.AttributeEvents.set`,
    and :meth:`.AttributeEvents.remove`.

    The :class:`.Event` object is currently interpreted by the backref
    event handlers, and is used to control the propagation of operations
    across two mutually-dependent attributes.

    .. versionadded:: 0.9.0

    :attribute impl: The :class:`.AttributeImpl` which is the current event
     initiator.

    :attribute op: The symbol :attr:`.OP_APPEND`, :attr:`.OP_REMOVE`,
     :attr:`.OP_REPLACE`, or :attr:`.OP_BULK_REPLACE`, indicating the
     source operation.

    """

    __slots__ = "impl", "op", "parent_token"

    def __init__(self, attribute_impl, op):
        self.impl = attribute_impl
        self.op = op
        self.parent_token = self.impl.parent_token

    def __eq__(self, other):
        return (
            isinstance(other, AttributeEvent)
            and other.impl is self.impl
            and other.op == self.op
        )

    @property
    def key(self):
        return self.impl.key

    def hasparent(self, state):
        return self.impl.hasparent(state)


Event = AttributeEvent


class AttributeImpl(object):
    """internal implementation for instrumented attributes."""

    def __init__(
        self,
        class_,
        key,
        callable_,
        dispatch,
        trackparent=False,
        compare_function=None,
        active_history=False,
        parent_token=None,
        load_on_unexpire=True,
        send_modified_events=True,
        accepts_scalar_loader=None,
        **kwargs
    ):
        r"""Construct an AttributeImpl.

        :param \class_: associated class

        :param key: string name of the attribute

        :param \callable_:
          optional function which generates a callable based on a parent
          instance, which produces the "default" values for a scalar or
          collection attribute when it's first accessed, if not present
          already.

        :param trackparent:
          if True, attempt to track if an instance has a parent attached
          to it via this attribute.

        :param compare_function:
          a function that compares two values which are normally
          assignable to this attribute.

        :param active_history:
          indicates that get_history() should always return the "old" value,
          even if it means executing a lazy callable upon attribute change.

        :param parent_token:
          Usually references the MapperProperty, used as a key for
          the hasparent() function to identify an "owning" attribute.
          Allows multiple AttributeImpls to all match a single
          owner attribute.

        :param load_on_unexpire:
          if False, don't include this attribute in a load-on-expired
          operation, i.e. the "expired_attribute_loader" process.
          The attribute can still be in the "expired" list and be
          considered to be "expired".   Previously, this flag was called
          "expire_missing" and is only used by a deferred column
          attribute.

        :param send_modified_events:
          if False, the InstanceState._modified_event method will have no
          effect; this means the attribute will never show up as changed in a
          history entry.

        """
        self.class_ = class_
        self.key = key
        self.callable_ = callable_
        self.dispatch = dispatch
        self.trackparent = trackparent
        self.parent_token = parent_token or self
        self.send_modified_events = send_modified_events
        if compare_function is None:
            self.is_equal = operator.eq
        else:
            self.is_equal = compare_function

        if accepts_scalar_loader is not None:
            self.accepts_scalar_loader = accepts_scalar_loader
        else:
            self.accepts_scalar_loader = self.default_accepts_scalar_loader

        if active_history:
            self.dispatch._active_history = True

        self.load_on_unexpire = load_on_unexpire
        self._modified_token = Event(self, OP_MODIFIED)

    __slots__ = (
        "class_",
        "key",
        "callable_",
        "dispatch",
        "trackparent",
        "parent_token",
        "send_modified_events",
        "is_equal",
        "load_on_unexpire",
        "_modified_token",
        "accepts_scalar_loader",
    )

    def __str__(self):
        return "%s.%s" % (self.class_.__name__, self.key)

    def _get_active_history(self):
        """Backwards compat for impl.active_history"""

        return self.dispatch._active_history

    def _set_active_history(self, value):
        self.dispatch._active_history = value

    active_history = property(_get_active_history, _set_active_history)

    def hasparent(self, state, optimistic=False):
        """Return the boolean value of a `hasparent` flag attached to
        the given state.

        The `optimistic` flag determines what the default return value
        should be if no `hasparent` flag can be located.

        As this function is used to determine if an instance is an
        *orphan*, instances that were loaded from storage should be
        assumed to not be orphans, until a True/False value for this
        flag is set.

        An instance attribute that is loaded by a callable function
        will also not have a `hasparent` flag.

        """
        msg = "This AttributeImpl is not configured to track parents."
        assert self.trackparent, msg

        return (
            state.parents.get(id(self.parent_token), optimistic) is not False
        )

    def sethasparent(self, state, parent_state, value):
        """Set a boolean flag on the given item corresponding to
        whether or not it is attached to a parent object via the
        attribute represented by this ``InstrumentedAttribute``.

        """
        msg = "This AttributeImpl is not configured to track parents."
        assert self.trackparent, msg

        id_ = id(self.parent_token)
        if value:
            state.parents[id_] = parent_state
        else:
            if id_ in state.parents:
                last_parent = state.parents[id_]

                if (
                    last_parent is not False
                    and last_parent.key != parent_state.key
                ):

                    if last_parent.obj() is None:
                        raise orm_exc.StaleDataError(
                            "Removing state %s from parent "
                            "state %s along attribute '%s', "
                            "but the parent record "
                            "has gone stale, can't be sure this "
                            "is the most recent parent."
                            % (
                                state_str(state),
                                state_str(parent_state),
                                self.key,
                            )
                        )

                    return

            state.parents[id_] = False

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        raise NotImplementedError()

    def get_all_pending(self, state, dict_, passive=PASSIVE_NO_INITIALIZE):
        """Return a list of tuples of (state, obj)
        for all objects in this attribute's current state
        + history.

        Only applies to object-based attributes.

        This is an inlining of existing functionality
        which roughly corresponds to:

            get_state_history(
                        state,
                        key,
                        passive=PASSIVE_NO_INITIALIZE).sum()

        """
        raise NotImplementedError()

    def _default_value(self, state, dict_):
        """Produce an empty value for an uninitialized scalar attribute."""

        assert self.key not in dict_, (
            "_default_value should only be invoked for an "
            "uninitialized or expired attribute"
        )

        value = None
        for fn in self.dispatch.init_scalar:
            ret = fn(state, value, dict_)
            if ret is not ATTR_EMPTY:
                value = ret

        return value

    def get(self, state, dict_, passive=PASSIVE_OFF):
        """Retrieve a value from the given object.
        If a callable is assembled on this object's attribute, and
        passive is False, the callable will be executed and the
        resulting value will be set as the new value for this attribute.
        """
        if self.key in dict_:
            return dict_[self.key]
        else:
            # if history present, don't load
            key = self.key
            if (
                key not in state.committed_state
                or state.committed_state[key] is NO_VALUE
            ):
                if not passive & CALLABLES_OK:
                    return PASSIVE_NO_RESULT

                if (
                    self.accepts_scalar_loader
                    and self.load_on_unexpire
                    and key in state.expired_attributes
                ):
                    value = state._load_expired(state, passive)
                elif key in state.callables:
                    callable_ = state.callables[key]
                    value = callable_(state, passive)
                elif self.callable_:
                    value = self.callable_(state, passive)
                else:
                    value = ATTR_EMPTY

                if value is PASSIVE_NO_RESULT or value is NO_VALUE:
                    return value
                elif value is ATTR_WAS_SET:
                    try:
                        return dict_[key]
                    except KeyError as err:
                        # TODO: no test coverage here.
                        util.raise_(
                            KeyError(
                                "Deferred loader for attribute "
                                "%r failed to populate "
                                "correctly" % key
                            ),
                            replace_context=err,
                        )
                elif value is not ATTR_EMPTY:
                    return self.set_committed_value(state, dict_, value)

            if not passive & INIT_OK:
                return NO_VALUE
            else:
                return self._default_value(state, dict_)

    def append(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        self.set(state, dict_, value, initiator, passive=passive)

    def remove(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        self.set(
            state, dict_, None, initiator, passive=passive, check_old=value
        )

    def pop(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        self.set(
            state,
            dict_,
            None,
            initiator,
            passive=passive,
            check_old=value,
            pop=True,
        )

    def set(
        self,
        state,
        dict_,
        value,
        initiator,
        passive=PASSIVE_OFF,
        check_old=None,
        pop=False,
    ):
        raise NotImplementedError()

    def get_committed_value(self, state, dict_, passive=PASSIVE_OFF):
        """return the unchanged value of this attribute"""

        if self.key in state.committed_state:
            value = state.committed_state[self.key]
            if value is NO_VALUE:
                return None
            else:
                return value
        else:
            return self.get(state, dict_, passive=passive)

    def set_committed_value(self, state, dict_, value):
        """set an attribute value on the given instance and 'commit' it."""

        dict_[self.key] = value
        state._commit(dict_, [self.key])
        return value


class ScalarAttributeImpl(AttributeImpl):
    """represents a scalar value-holding InstrumentedAttribute."""

    default_accepts_scalar_loader = True
    uses_objects = False
    supports_population = True
    collection = False
    dynamic = False

    __slots__ = "_replace_token", "_append_token", "_remove_token"

    def __init__(self, *arg, **kw):
        super(ScalarAttributeImpl, self).__init__(*arg, **kw)
        self._replace_token = self._append_token = Event(self, OP_REPLACE)
        self._remove_token = Event(self, OP_REMOVE)

    def delete(self, state, dict_):
        if self.dispatch._active_history:
            old = self.get(state, dict_, PASSIVE_RETURN_NO_VALUE)
        else:
            old = dict_.get(self.key, NO_VALUE)

        if self.dispatch.remove:
            self.fire_remove_event(state, dict_, old, self._remove_token)
        state._modified_event(dict_, self, old)

        existing = dict_.pop(self.key, NO_VALUE)
        if (
            existing is NO_VALUE
            and old is NO_VALUE
            and not state.expired
            and self.key not in state.expired_attributes
        ):
            raise AttributeError("%s object does not have a value" % self)

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        if self.key in dict_:
            return History.from_scalar_attribute(self, state, dict_[self.key])
        elif self.key in state.committed_state:
            return History.from_scalar_attribute(self, state, NO_VALUE)
        else:
            if passive & INIT_OK:
                passive ^= INIT_OK
            current = self.get(state, dict_, passive=passive)
            if current is PASSIVE_NO_RESULT:
                return HISTORY_BLANK
            else:
                return History.from_scalar_attribute(self, state, current)

    def set(
        self,
        state,
        dict_,
        value,
        initiator,
        passive=PASSIVE_OFF,
        check_old=None,
        pop=False,
    ):
        if self.dispatch._active_history:
            old = self.get(state, dict_, PASSIVE_RETURN_NO_VALUE)
        else:
            old = dict_.get(self.key, NO_VALUE)

        if self.dispatch.set:
            value = self.fire_replace_event(
                state, dict_, value, old, initiator
            )
        state._modified_event(dict_, self, old)
        dict_[self.key] = value

    def fire_replace_event(self, state, dict_, value, previous, initiator):
        for fn in self.dispatch.set:
            value = fn(
                state, value, previous, initiator or self._replace_token
            )
        return value

    def fire_remove_event(self, state, dict_, value, initiator):
        for fn in self.dispatch.remove:
            fn(state, value, initiator or self._remove_token)

    @property
    def type(self):
        self.property.columns[0].type


class ScalarObjectAttributeImpl(ScalarAttributeImpl):
    """represents a scalar-holding InstrumentedAttribute,
    where the target object is also instrumented.

    Adds events to delete/set operations.

    """

    default_accepts_scalar_loader = False
    uses_objects = True
    supports_population = True
    collection = False

    __slots__ = ()

    def delete(self, state, dict_):
        if self.dispatch._active_history:
            old = self.get(
                state,
                dict_,
                passive=PASSIVE_ONLY_PERSISTENT
                | NO_AUTOFLUSH
                | LOAD_AGAINST_COMMITTED,
            )
        else:
            old = self.get(
                state,
                dict_,
                passive=PASSIVE_NO_FETCH ^ INIT_OK
                | LOAD_AGAINST_COMMITTED
                | NO_RAISE,
            )

        self.fire_remove_event(state, dict_, old, self._remove_token)

        existing = dict_.pop(self.key, NO_VALUE)

        # if the attribute is expired, we currently have no way to tell
        # that an object-attribute was expired vs. not loaded.   So
        # for this test, we look to see if the object has a DB identity.
        if (
            existing is NO_VALUE
            and old is not PASSIVE_NO_RESULT
            and state.key is None
        ):
            raise AttributeError("%s object does not have a value" % self)

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        if self.key in dict_:
            return History.from_object_attribute(self, state, dict_[self.key])
        else:
            if passive & INIT_OK:
                passive ^= INIT_OK
            current = self.get(state, dict_, passive=passive)
            if current is PASSIVE_NO_RESULT:
                return HISTORY_BLANK
            else:
                return History.from_object_attribute(self, state, current)

    def get_all_pending(self, state, dict_, passive=PASSIVE_NO_INITIALIZE):
        if self.key in dict_:
            current = dict_[self.key]
        elif passive & CALLABLES_OK:
            current = self.get(state, dict_, passive=passive)
        else:
            return []

        # can't use __hash__(), can't use __eq__() here
        if (
            current is not None
            and current is not PASSIVE_NO_RESULT
            and current is not NO_VALUE
        ):
            ret = [(instance_state(current), current)]
        else:
            ret = [(None, None)]

        if self.key in state.committed_state:
            original = state.committed_state[self.key]
            if (
                original is not None
                and original is not PASSIVE_NO_RESULT
                and original is not NO_VALUE
                and original is not current
            ):

                ret.append((instance_state(original), original))
        return ret

    def set(
        self,
        state,
        dict_,
        value,
        initiator,
        passive=PASSIVE_OFF,
        check_old=None,
        pop=False,
    ):
        """Set a value on the given InstanceState."""
        if self.dispatch._active_history:
            old = self.get(
                state,
                dict_,
                passive=PASSIVE_ONLY_PERSISTENT
                | NO_AUTOFLUSH
                | LOAD_AGAINST_COMMITTED,
            )
        else:
            old = self.get(
                state,
                dict_,
                passive=PASSIVE_NO_FETCH ^ INIT_OK
                | LOAD_AGAINST_COMMITTED
                | NO_RAISE,
            )

        if (
            check_old is not None
            and old is not PASSIVE_NO_RESULT
            and check_old is not old
        ):
            if pop:
                return
            else:
                raise ValueError(
                    "Object %s not associated with %s on attribute '%s'"
                    % (instance_str(check_old), state_str(state), self.key)
                )

        value = self.fire_replace_event(state, dict_, value, old, initiator)
        dict_[self.key] = value

    def fire_remove_event(self, state, dict_, value, initiator):
        if self.trackparent and value is not None:
            self.sethasparent(instance_state(value), state, False)

        for fn in self.dispatch.remove:
            fn(state, value, initiator or self._remove_token)

        state._modified_event(dict_, self, value)

    def fire_replace_event(self, state, dict_, value, previous, initiator):
        if self.trackparent:
            if previous is not value and previous not in (
                None,
                PASSIVE_NO_RESULT,
                NO_VALUE,
            ):
                self.sethasparent(instance_state(previous), state, False)

        for fn in self.dispatch.set:
            value = fn(
                state, value, previous, initiator or self._replace_token
            )

        state._modified_event(dict_, self, previous)

        if self.trackparent:
            if value is not None:
                self.sethasparent(instance_state(value), state, True)

        return value


class CollectionAttributeImpl(AttributeImpl):
    """A collection-holding attribute that instruments changes in membership.

    Only handles collections of instrumented objects.

    InstrumentedCollectionAttribute holds an arbitrary, user-specified
    container object (defaulting to a list) and brokers access to the
    CollectionAdapter, a "view" onto that object that presents consistent bag
    semantics to the orm layer independent of the user data implementation.

    """

    default_accepts_scalar_loader = False
    uses_objects = True
    supports_population = True
    collection = True
    dynamic = False

    __slots__ = (
        "copy",
        "collection_factory",
        "_append_token",
        "_remove_token",
        "_bulk_replace_token",
        "_duck_typed_as",
    )

    def __init__(
        self,
        class_,
        key,
        callable_,
        dispatch,
        typecallable=None,
        trackparent=False,
        copy_function=None,
        compare_function=None,
        **kwargs
    ):
        super(CollectionAttributeImpl, self).__init__(
            class_,
            key,
            callable_,
            dispatch,
            trackparent=trackparent,
            compare_function=compare_function,
            **kwargs
        )

        if copy_function is None:
            copy_function = self.__copy
        self.copy = copy_function
        self.collection_factory = typecallable
        self._append_token = Event(self, OP_APPEND)
        self._remove_token = Event(self, OP_REMOVE)
        self._bulk_replace_token = Event(self, OP_BULK_REPLACE)
        self._duck_typed_as = util.duck_type_collection(
            self.collection_factory()
        )

        if getattr(self.collection_factory, "_sa_linker", None):

            @event.listens_for(self, "init_collection")
            def link(target, collection, collection_adapter):
                collection._sa_linker(collection_adapter)

            @event.listens_for(self, "dispose_collection")
            def unlink(target, collection, collection_adapter):
                collection._sa_linker(None)

    def __copy(self, item):
        return [y for y in collections.collection_adapter(item)]

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        current = self.get(state, dict_, passive=passive)
        if current is PASSIVE_NO_RESULT:
            return HISTORY_BLANK
        else:
            return History.from_collection(self, state, current)

    def get_all_pending(self, state, dict_, passive=PASSIVE_NO_INITIALIZE):
        # NOTE: passive is ignored here at the moment

        if self.key not in dict_:
            return []

        current = dict_[self.key]
        current = getattr(current, "_sa_adapter")

        if self.key in state.committed_state:
            original = state.committed_state[self.key]
            if original is not NO_VALUE:
                current_states = [
                    ((c is not None) and instance_state(c) or None, c)
                    for c in current
                ]
                original_states = [
                    ((c is not None) and instance_state(c) or None, c)
                    for c in original
                ]

                current_set = dict(current_states)
                original_set = dict(original_states)

                return (
                    [
                        (s, o)
                        for s, o in current_states
                        if s not in original_set
                    ]
                    + [(s, o) for s, o in current_states if s in original_set]
                    + [
                        (s, o)
                        for s, o in original_states
                        if s not in current_set
                    ]
                )

        return [(instance_state(o), o) for o in current]

    def fire_append_event(self, state, dict_, value, initiator):
        for fn in self.dispatch.append:
            value = fn(state, value, initiator or self._append_token)

        state._modified_event(dict_, self, NO_VALUE, True)

        if self.trackparent and value is not None:
            self.sethasparent(instance_state(value), state, True)

        return value

    def fire_pre_remove_event(self, state, dict_, initiator):
        """A special event used for pop() operations.

        The "remove" event needs to have the item to be removed passed to
        it, which in the case of pop from a set, we don't have a way to access
        the item before the operation.   the event is used for all pop()
        operations (even though set.pop is the one where it is really needed).

        """
        state._modified_event(dict_, self, NO_VALUE, True)

    def fire_remove_event(self, state, dict_, value, initiator):
        if self.trackparent and value is not None:
            self.sethasparent(instance_state(value), state, False)

        for fn in self.dispatch.remove:
            fn(state, value, initiator or self._remove_token)

        state._modified_event(dict_, self, NO_VALUE, True)

    def delete(self, state, dict_):
        if self.key not in dict_:
            return

        state._modified_event(dict_, self, NO_VALUE, True)

        collection = self.get_collection(state, state.dict)
        collection.clear_with_event()

        # key is always present because we checked above.  e.g.
        # del is a no-op if collection not present.
        del dict_[self.key]

    def _default_value(self, state, dict_):
        """Produce an empty collection for an un-initialized attribute"""

        assert self.key not in dict_, (
            "_default_value should only be invoked for an "
            "uninitialized or expired attribute"
        )

        if self.key in state._empty_collections:
            return state._empty_collections[self.key]

        adapter, user_data = self._initialize_collection(state)
        adapter._set_empty(user_data)
        return user_data

    def _initialize_collection(self, state):

        adapter, collection = state.manager.initialize_collection(
            self.key, state, self.collection_factory
        )

        self.dispatch.init_collection(state, collection, adapter)

        return adapter, collection

    def append(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        collection = self.get_collection(state, dict_, passive=passive)
        if collection is PASSIVE_NO_RESULT:
            value = self.fire_append_event(state, dict_, value, initiator)
            assert (
                self.key not in dict_
            ), "Collection was loaded during event handling."
            state._get_pending_mutation(self.key).append(value)
        else:
            collection.append_with_event(value, initiator)

    def remove(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        collection = self.get_collection(state, state.dict, passive=passive)
        if collection is PASSIVE_NO_RESULT:
            self.fire_remove_event(state, dict_, value, initiator)
            assert (
                self.key not in dict_
            ), "Collection was loaded during event handling."
            state._get_pending_mutation(self.key).remove(value)
        else:
            collection.remove_with_event(value, initiator)

    def pop(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        try:
            # TODO: better solution here would be to add
            # a "popper" role to collections.py to complement
            # "remover".
            self.remove(state, dict_, value, initiator, passive=passive)
        except (ValueError, KeyError, IndexError):
            pass

    def set(
        self,
        state,
        dict_,
        value,
        initiator=None,
        passive=PASSIVE_OFF,
        check_old=None,
        pop=False,
        _adapt=True,
    ):
        iterable = orig_iterable = value

        # pulling a new collection first so that an adaptation exception does
        # not trigger a lazy load of the old collection.
        new_collection, user_data = self._initialize_collection(state)
        if _adapt:
            if new_collection._converter is not None:
                iterable = new_collection._converter(iterable)
            else:
                setting_type = util.duck_type_collection(iterable)
                receiving_type = self._duck_typed_as

                if setting_type is not receiving_type:
                    given = (
                        iterable is None
                        and "None"
                        or iterable.__class__.__name__
                    )
                    wanted = self._duck_typed_as.__name__
                    raise TypeError(
                        "Incompatible collection type: %s is not %s-like"
                        % (given, wanted)
                    )

                # If the object is an adapted collection, return the (iterable)
                # adapter.
                if hasattr(iterable, "_sa_iterator"):
                    iterable = iterable._sa_iterator()
                elif setting_type is dict:
                    if util.py3k:
                        iterable = iterable.values()
                    else:
                        iterable = getattr(
                            iterable, "itervalues", iterable.values
                        )()
                else:
                    iterable = iter(iterable)
        new_values = list(iterable)

        evt = self._bulk_replace_token

        self.dispatch.bulk_replace(state, new_values, evt)

        old = self.get(state, dict_, passive=PASSIVE_ONLY_PERSISTENT)
        if old is PASSIVE_NO_RESULT:
            old = self._default_value(state, dict_)
        elif old is orig_iterable:
            # ignore re-assignment of the current collection, as happens
            # implicitly with in-place operators (foo.collection |= other)
            return

        # place a copy of "old" in state.committed_state
        state._modified_event(dict_, self, old, True)

        old_collection = old._sa_adapter

        dict_[self.key] = user_data

        collections.bulk_replace(
            new_values, old_collection, new_collection, initiator=evt
        )

        self._dispose_previous_collection(state, old, old_collection, True)

    def _dispose_previous_collection(
        self, state, collection, adapter, fire_event
    ):
        del collection._sa_adapter

        # discarding old collection make sure it is not referenced in empty
        # collections.
        state._empty_collections.pop(self.key, None)
        if fire_event:
            self.dispatch.dispose_collection(state, collection, adapter)

    def _invalidate_collection(self, collection):
        adapter = getattr(collection, "_sa_adapter")
        adapter.invalidated = True

    def set_committed_value(self, state, dict_, value):
        """Set an attribute value on the given instance and 'commit' it."""

        collection, user_data = self._initialize_collection(state)

        if value:
            collection.append_multiple_without_event(value)

        state.dict[self.key] = user_data

        state._commit(dict_, [self.key])

        if self.key in state._pending_mutations:
            # pending items exist.  issue a modified event,
            # add/remove new items.
            state._modified_event(dict_, self, user_data, True)

            pending = state._pending_mutations.pop(self.key)
            added = pending.added_items
            removed = pending.deleted_items
            for item in added:
                collection.append_without_event(item)
            for item in removed:
                collection.remove_without_event(item)

        return user_data

    def get_collection(
        self, state, dict_, user_data=None, passive=PASSIVE_OFF
    ):
        """Retrieve the CollectionAdapter associated with the given state.

        if user_data is None, retrieves it from the state using normal
        "get()" rules, which will fire lazy callables or return the "empty"
        collection value.

        """
        if user_data is None:
            user_data = self.get(state, dict_, passive=passive)
            if user_data is PASSIVE_NO_RESULT:
                return user_data

        return user_data._sa_adapter


def backref_listeners(attribute, key, uselist):
    """Apply listeners to synchronize a two-way relationship."""

    # use easily recognizable names for stack traces.

    # in the sections marked "tokens to test for a recursive loop",
    # this is somewhat brittle and very performance-sensitive logic
    # that is specific to how we might arrive at each event.  a marker
    # that can target us directly to arguments being invoked against
    # the impl might be simpler, but could interfere with other systems.

    parent_token = attribute.impl.parent_token
    parent_impl = attribute.impl

    def _acceptable_key_err(child_state, initiator, child_impl):
        raise ValueError(
            "Bidirectional attribute conflict detected: "
            'Passing object %s to attribute "%s" '
            'triggers a modify event on attribute "%s" '
            'via the backref "%s".'
            % (
                state_str(child_state),
                initiator.parent_token,
                child_impl.parent_token,
                attribute.impl.parent_token,
            )
        )

    def emit_backref_from_scalar_set_event(state, child, oldchild, initiator):
        if oldchild is child:
            return child
        if (
            oldchild is not None
            and oldchild is not PASSIVE_NO_RESULT
            and oldchild is not NO_VALUE
        ):
            # With lazy=None, there's no guarantee that the full collection is
            # present when updating via a backref.
            old_state, old_dict = (
                instance_state(oldchild),
                instance_dict(oldchild),
            )
            impl = old_state.manager[key].impl

            # tokens to test for a recursive loop.
            if not impl.collection and not impl.dynamic:
                check_recursive_token = impl._replace_token
            else:
                check_recursive_token = impl._remove_token

            if initiator is not check_recursive_token:
                impl.pop(
                    old_state,
                    old_dict,
                    state.obj(),
                    parent_impl._append_token,
                    passive=PASSIVE_NO_FETCH,
                )

        if child is not None:
            child_state, child_dict = (
                instance_state(child),
                instance_dict(child),
            )
            child_impl = child_state.manager[key].impl

            if (
                initiator.parent_token is not parent_token
                and initiator.parent_token is not child_impl.parent_token
            ):
                _acceptable_key_err(state, initiator, child_impl)

            # tokens to test for a recursive loop.
            check_append_token = child_impl._append_token
            check_bulk_replace_token = (
                child_impl._bulk_replace_token
                if child_impl.collection
                else None
            )

            if (
                initiator is not check_append_token
                and initiator is not check_bulk_replace_token
            ):
                child_impl.append(
                    child_state,
                    child_dict,
                    state.obj(),
                    initiator,
                    passive=PASSIVE_NO_FETCH,
                )
        return child

    def emit_backref_from_collection_append_event(state, child, initiator):
        if child is None:
            return

        child_state, child_dict = instance_state(child), instance_dict(child)
        child_impl = child_state.manager[key].impl

        if (
            initiator.parent_token is not parent_token
            and initiator.parent_token is not child_impl.parent_token
        ):
            _acceptable_key_err(state, initiator, child_impl)

        # tokens to test for a recursive loop.
        check_append_token = child_impl._append_token
        check_bulk_replace_token = (
            child_impl._bulk_replace_token if child_impl.collection else None
        )

        if (
            initiator is not check_append_token
            and initiator is not check_bulk_replace_token
        ):
            child_impl.append(
                child_state,
                child_dict,
                state.obj(),
                initiator,
                passive=PASSIVE_NO_FETCH,
            )
        return child

    def emit_backref_from_collection_remove_event(state, child, initiator):
        if (
            child is not None
            and child is not PASSIVE_NO_RESULT
            and child is not NO_VALUE
        ):
            child_state, child_dict = (
                instance_state(child),
                instance_dict(child),
            )
            child_impl = child_state.manager[key].impl

            # tokens to test for a recursive loop.
            if not child_impl.collection and not child_impl.dynamic:
                check_remove_token = child_impl._remove_token
                check_replace_token = child_impl._replace_token
                check_for_dupes_on_remove = uselist and not parent_impl.dynamic
            else:
                check_remove_token = child_impl._remove_token
                check_replace_token = (
                    child_impl._bulk_replace_token
                    if child_impl.collection
                    else None
                )
                check_for_dupes_on_remove = False

            if (
                initiator is not check_remove_token
                and initiator is not check_replace_token
            ):

                if not check_for_dupes_on_remove or not util.has_dupes(
                    # when this event is called, the item is usually
                    # present in the list, except for a pop() operation.
                    state.dict[parent_impl.key],
                    child,
                ):
                    child_impl.pop(
                        child_state,
                        child_dict,
                        state.obj(),
                        initiator,
                        passive=PASSIVE_NO_FETCH,
                    )

    if uselist:
        event.listen(
            attribute,
            "append",
            emit_backref_from_collection_append_event,
            retval=True,
            raw=True,
        )
    else:
        event.listen(
            attribute,
            "set",
            emit_backref_from_scalar_set_event,
            retval=True,
            raw=True,
        )
    # TODO: need coverage in test/orm/ of remove event
    event.listen(
        attribute,
        "remove",
        emit_backref_from_collection_remove_event,
        retval=True,
        raw=True,
    )


_NO_HISTORY = util.symbol("NO_HISTORY")
_NO_STATE_SYMBOLS = frozenset([id(PASSIVE_NO_RESULT), id(NO_VALUE)])


class History(util.namedtuple("History", ["added", "unchanged", "deleted"])):
    """A 3-tuple of added, unchanged and deleted values,
    representing the changes which have occurred on an instrumented
    attribute.

    The easiest way to get a :class:`.History` object for a particular
    attribute on an object is to use the :func:`_sa.inspect` function::

        from sqlalchemy import inspect

        hist = inspect(myobject).attrs.myattribute.history

    Each tuple member is an iterable sequence:

    * ``added`` - the collection of items added to the attribute (the first
      tuple element).

    * ``unchanged`` - the collection of items that have not changed on the
      attribute (the second tuple element).

    * ``deleted`` - the collection of items that have been removed from the
      attribute (the third tuple element).

    """

    def __bool__(self):
        return self != HISTORY_BLANK

    __nonzero__ = __bool__

    def empty(self):
        """Return True if this :class:`.History` has no changes
        and no existing, unchanged state.

        """

        return not bool((self.added or self.deleted) or self.unchanged)

    def sum(self):
        """Return a collection of added + unchanged + deleted."""

        return (
            (self.added or []) + (self.unchanged or []) + (self.deleted or [])
        )

    def non_deleted(self):
        """Return a collection of added + unchanged."""

        return (self.added or []) + (self.unchanged or [])

    def non_added(self):
        """Return a collection of unchanged + deleted."""

        return (self.unchanged or []) + (self.deleted or [])

    def has_changes(self):
        """Return True if this :class:`.History` has changes."""

        return bool(self.added or self.deleted)

    def as_state(self):
        return History(
            [
                (c is not None) and instance_state(c) or None
                for c in self.added
            ],
            [
                (c is not None) and instance_state(c) or None
                for c in self.unchanged
            ],
            [
                (c is not None) and instance_state(c) or None
                for c in self.deleted
            ],
        )

    @classmethod
    def from_scalar_attribute(cls, attribute, state, current):
        original = state.committed_state.get(attribute.key, _NO_HISTORY)

        if original is _NO_HISTORY:
            if current is NO_VALUE:
                return cls((), (), ())
            else:
                return cls((), [current], ())
        # don't let ClauseElement expressions here trip things up
        elif (
            current is not NO_VALUE
            and attribute.is_equal(current, original) is True
        ):
            return cls((), [current], ())
        else:
            # current convention on native scalars is to not
            # include information
            # about missing previous value in "deleted", but
            # we do include None, which helps in some primary
            # key situations
            if id(original) in _NO_STATE_SYMBOLS:
                deleted = ()
                # indicate a "del" operation occurred when we don't have
                # the previous value as: ([None], (), ())
                if id(current) in _NO_STATE_SYMBOLS:
                    current = None
            else:
                deleted = [original]
            if current is NO_VALUE:
                return cls((), (), deleted)
            else:
                return cls([current], (), deleted)

    @classmethod
    def from_object_attribute(cls, attribute, state, current):
        original = state.committed_state.get(attribute.key, _NO_HISTORY)

        if original is _NO_HISTORY:
            if current is NO_VALUE:
                return cls((), (), ())
            else:
                return cls((), [current], ())
        elif current is original and current is not NO_VALUE:
            return cls((), [current], ())
        else:
            # current convention on related objects is to not
            # include information
            # about missing previous value in "deleted", and
            # to also not include None - the dependency.py rules
            # ignore the None in any case.
            if id(original) in _NO_STATE_SYMBOLS or original is None:
                deleted = ()
                # indicate a "del" operation occurred when we don't have
                # the previous value as: ([None], (), ())
                if id(current) in _NO_STATE_SYMBOLS:
                    current = None
            else:
                deleted = [original]
            if current is NO_VALUE:
                return cls((), (), deleted)
            else:
                return cls([current], (), deleted)

    @classmethod
    def from_collection(cls, attribute, state, current):
        original = state.committed_state.get(attribute.key, _NO_HISTORY)
        if current is NO_VALUE:
            return cls((), (), ())

        current = getattr(current, "_sa_adapter")
        if original is NO_VALUE:
            return cls(list(current), (), ())
        elif original is _NO_HISTORY:
            return cls((), list(current), ())
        else:

            current_states = [
                ((c is not None) and instance_state(c) or None, c)
                for c in current
            ]
            original_states = [
                ((c is not None) and instance_state(c) or None, c)
                for c in original
            ]

            current_set = dict(current_states)
            original_set = dict(original_states)

            return cls(
                [o for s, o in current_states if s not in original_set],
                [o for s, o in current_states if s in original_set],
                [o for s, o in original_states if s not in current_set],
            )


HISTORY_BLANK = History(None, None, None)


def get_history(obj, key, passive=PASSIVE_OFF):
    """Return a :class:`.History` record for the given object
    and attribute key.

    This is the **pre-flush** history for a given attribute, which is
    reset each time the :class:`.Session` flushes changes to the
    current database transaction.

    .. note::

        Prefer to use the :attr:`.AttributeState.history` and
        :meth:`.AttributeState.load_history` accessors to retrieve the
        :class:`.History` for instance attributes.


    :param obj: an object whose class is instrumented by the
      attributes package.

    :param key: string attribute name.

    :param passive: indicates loading behavior for the attribute
       if the value is not already present.   This is a
       bitflag attribute, which defaults to the symbol
       :attr:`.PASSIVE_OFF` indicating all necessary SQL
       should be emitted.

    .. seealso::

        :attr:`.AttributeState.history`

        :meth:`.AttributeState.load_history` - retrieve history
        using loader callables if the value is not locally present.

    """

    return get_state_history(instance_state(obj), key, passive)


def get_state_history(state, key, passive=PASSIVE_OFF):
    return state.get_history(key, passive)


def has_parent(cls, obj, key, optimistic=False):
    """TODO"""
    manager = manager_of_class(cls)
    state = instance_state(obj)
    return manager.has_parent(state, key, optimistic)


def register_attribute(class_, key, **kw):
    comparator = kw.pop("comparator", None)
    parententity = kw.pop("parententity", None)
    doc = kw.pop("doc", None)
    desc = register_descriptor(class_, key, comparator, parententity, doc=doc)
    register_attribute_impl(class_, key, **kw)
    return desc


def register_attribute_impl(
    class_,
    key,
    uselist=False,
    callable_=None,
    useobject=False,
    impl_class=None,
    backref=None,
    **kw
):

    manager = manager_of_class(class_)
    if uselist:
        factory = kw.pop("typecallable", None)
        typecallable = manager.instrument_collection_class(
            key, factory or list
        )
    else:
        typecallable = kw.pop("typecallable", None)

    dispatch = manager[key].dispatch

    if impl_class:
        impl = impl_class(class_, key, typecallable, dispatch, **kw)
    elif uselist:
        impl = CollectionAttributeImpl(
            class_, key, callable_, dispatch, typecallable=typecallable, **kw
        )
    elif useobject:
        impl = ScalarObjectAttributeImpl(
            class_, key, callable_, dispatch, **kw
        )
    else:
        impl = ScalarAttributeImpl(class_, key, callable_, dispatch, **kw)

    manager[key].impl = impl

    if backref:
        backref_listeners(manager[key], backref, uselist)

    manager.post_configure_attribute(key)
    return manager[key]


def register_descriptor(
    class_, key, comparator=None, parententity=None, doc=None
):
    manager = manager_of_class(class_)

    descriptor = InstrumentedAttribute(
        class_, key, comparator=comparator, parententity=parententity
    )

    descriptor.__doc__ = doc

    manager.instrument_attribute(key, descriptor)
    return descriptor


def unregister_attribute(class_, key):
    manager_of_class(class_).uninstrument_attribute(key)


def init_collection(obj, key):
    """Initialize a collection attribute and return the collection adapter.

    This function is used to provide direct access to collection internals
    for a previously unloaded attribute.  e.g.::

        collection_adapter = init_collection(someobject, 'elements')
        for elem in values:
            collection_adapter.append_without_event(elem)

    For an easier way to do the above, see
    :func:`~sqlalchemy.orm.attributes.set_committed_value`.

    :param obj: a mapped object

    :param key: string attribute name where the collection is located.

    """
    state = instance_state(obj)
    dict_ = state.dict
    return init_state_collection(state, dict_, key)


def init_state_collection(state, dict_, key):
    """Initialize a collection attribute and return the collection adapter.

    Discards any existing collection which may be there.

    """
    attr = state.manager[key].impl

    old = dict_.pop(key, None)  # discard old collection
    if old is not None:
        old_collection = old._sa_adapter
        attr._dispose_previous_collection(state, old, old_collection, False)

    user_data = attr._default_value(state, dict_)
    adapter = attr.get_collection(state, dict_, user_data)
    adapter._reset_empty()

    return adapter


def set_committed_value(instance, key, value):
    """Set the value of an attribute with no history events.

    Cancels any previous history present.  The value should be
    a scalar value for scalar-holding attributes, or
    an iterable for any collection-holding attribute.

    This is the same underlying method used when a lazy loader
    fires off and loads additional data from the database.
    In particular, this method can be used by application code
    which has loaded additional attributes or collections through
    separate queries, which can then be attached to an instance
    as though it were part of its original loaded state.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    state.manager[key].impl.set_committed_value(state, dict_, value)


def set_attribute(instance, key, value, initiator=None):
    """Set the value of an attribute, firing history events.

    This function may be used regardless of instrumentation
    applied directly to the class, i.e. no descriptors are required.
    Custom attribute management schemes will need to make usage
    of this method to establish attribute state as understood
    by SQLAlchemy.

    :param instance: the object that will be modified

    :param key: string name of the attribute

    :param value: value to assign

    :param initiator: an instance of :class:`.Event` that would have
     been propagated from a previous event listener.  This argument
     is used when the :func:`.set_attribute` function is being used within
     an existing event listening function where an :class:`.Event` object
     is being supplied; the object may be used to track the origin of the
     chain of events.

     .. versionadded:: 1.2.3

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    state.manager[key].impl.set(state, dict_, value, initiator)


def get_attribute(instance, key):
    """Get the value of an attribute, firing any callables required.

    This function may be used regardless of instrumentation
    applied directly to the class, i.e. no descriptors are required.
    Custom attribute management schemes will need to make usage
    of this method to make usage of attribute state as understood
    by SQLAlchemy.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    return state.manager[key].impl.get(state, dict_)


def del_attribute(instance, key):
    """Delete the value of an attribute, firing history events.

    This function may be used regardless of instrumentation
    applied directly to the class, i.e. no descriptors are required.
    Custom attribute management schemes will need to make usage
    of this method to establish attribute state as understood
    by SQLAlchemy.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    state.manager[key].impl.delete(state, dict_)


def flag_modified(instance, key):
    """Mark an attribute on an instance as 'modified'.

    This sets the 'modified' flag on the instance and
    establishes an unconditional change event for the given attribute.
    The attribute must have a value present, else an
    :class:`.InvalidRequestError` is raised.

    To mark an object "dirty" without referring to any specific attribute
    so that it is considered within a flush, use the
    :func:`.attributes.flag_dirty` call.

    .. seealso::

        :func:`.attributes.flag_dirty`

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    impl = state.manager[key].impl
    impl.dispatch.modified(state, impl._modified_token)
    state._modified_event(dict_, impl, NO_VALUE, is_userland=True)


def flag_dirty(instance):
    """Mark an instance as 'dirty' without any specific attribute mentioned.

    This is a special operation that will allow the object to travel through
    the flush process for interception by events such as
    :meth:`.SessionEvents.before_flush`.   Note that no SQL will be emitted in
    the flush process for an object that has no changes, even if marked dirty
    via this method.  However, a :meth:`.SessionEvents.before_flush` handler
    will be able to see the object in the :attr:`.Session.dirty` collection and
    may establish changes on it, which will then be included in the SQL
    emitted.

    .. versionadded:: 1.2

    .. seealso::

        :func:`.attributes.flag_modified`

    """

    state, dict_ = instance_state(instance), instance_dict(instance)
    state._modified_event(dict_, None, NO_VALUE, is_userland=True)
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